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Abstract

As robots increasingly engage in autonomous and socially mean-
ingful actions, understanding how humans evaluate morally am-
biguous robot behaviour is a central challenge in Human-Robot
Interaction (HRI). This study investigates how robot age cues and in-
dividual differences influence the evaluation of deceptive behaviour
displayed by robots in immersive virtual reality. Drawing on the-
ories of mind perception and moral agency, we examine whether
Dark Triad personality traits and lie acceptability shape tolerance
toward robot cheating and interact with robot age (adult-like vs.
child-like) in predicting perceived agency, experience, moral re-
sponsibility, and trust. Participants interacted with a humanoid
robot that engaged in systematic cheating during a competitive
rock—paper—scissors task in virtual reality. Results (N = 56) show
no significant main effect of robot age on moral or cognitive evalu-
ations, suggesting that explicit cheating behaviour may override
appearance-based cues. However, significant interactions emerged
between robot age and individual differences. Exploratory analyses
suggested that narcissism was positively associated with perceived
agency and experience, particularly in the adult-like robot condi-
tion. Similarly, lie acceptability predicted higher perceived experi-
ence and lower dependency exclusively in the adult-like condition.
These findings suggest that the evaluation of robot misconduct
depends on the interaction between design features and observer
dispositions rather than on robot characteristics alone. Adult-like
robots appear to amplify individual differences, whereas child-like
robots may attenuate them. The study contributes to HRI research
by highlighting the importance of considering both user traits and
design cues in morally sensitive interactions, with implications
for the development of socially acceptable artificial agents taking
into consideration ethical concerns regarding the strategic use of
dark patterns in the field of social robotics. Ultimately, these find-
ings advocate for HRI design standards that prioritize behavioral
transparency and ethical accountability.
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1 Introduction

Human-Robot Interaction (HRI) research has increasingly exam-
ined how humans evaluate robots not only in terms of function-
ality but also as social and moral agents. When robots display au-
tonomous, socially meaningful behaviours, people readily attribute
to them intentions, mental states, and moral responsibility, similarly
to human-human interaction [8, 27]. A central challenge concerns
the evaluation of morally ambiguous behaviors such as deception.
Although deceptive behaviours may improve interaction outcomes
or sustain user engagement [1, 29], they can also reduce trust and
moral acceptance [19, 29]. Identifying the factors that shape toler-
ance toward robot deception is therefore essential for designing
socially acceptable artificial agents. Research has shown that robot
characteristics, including anthropomorphism and perceived age,
influence attributions of intentionality and moral responsibility
[10]. In immersive virtual reality, age cues modulate evaluations of
robot cheating, guilt, and intentionality during competitive interac-
tions [19, 23, 24]. However, the role of individual differences in the
evaluation of robot misconduct remains largely unexplored.
Personality research indicates that socially aversive traits are
associated with manipulativeness, reduced empathy, and greater
acceptance of unethical behaviour [12, 26], particularly when decep-
tion serves self-interest rather than altruistic goals [31]. Specifically,
Machiavellianism reflects a pragmatic view of morality, narcissism
is characterised by grandiosity and entitlement, and psychopathy


https://orcid.org/0009-0006-7698-8803
https://orcid.org/0000-0001-8304-8680
https://orcid.org/0000-0003-4217-5768
https://orcid.org/0000-0003-4550-4643
https://orcid.org/0000-0002-2040-3507
https://creativecommons.org/licenses/by/4.0
https://creativecommons.org/licenses/by/4.0
https://doi.org/10.1145/3822301.3822326
https://doi.org/10.1145/3822301.3822326

ECCE 2026, September 15-18, 2026, Siena, Italy

by pathological lying and lack of remorse. Although these findings
derive from human-human interaction, people appear to rely on
similar social-cognitive mechanisms when interpreting artificial
agents [27]. Accordingly, we examine whether dark personality
traits and lie acceptability, a general attitude toward deception for
goal attainment [22], predict tolerance toward robot cheating in
immersive virtual reality. We further investigate whether these
individual differences interact with robot age cues [10] in shaping
Perceived Moral Agency (PMA), namely the extent to which moral
responsibility is attributed to an artificial agent [2].

2 Related Work
2.1 Perceived Age and Mind Perception in HRI

The perception of robots as social actors is shaped by morpho-
logical cues that activate mechanisms underlying human social
cognition [3, 21]. Even minimal anthropomorphic features pro-
mote attributions of intentions, emotions, and personality traits,
with body proportions playing a key role in first impressions. In
particular, a larger head-to-body ratio increases perceived youth-
fulness, vulnerability, and cuteness, eliciting nurturing responses
consistent with the baby schema theory [7, 10]. These perceptual
effects are closely linked to mind attribution. According to the
two-dimensional model of mind perception, artificial agents are
evaluated in terms of Agency, namely the capacity for intentional
action and self-control, and Experience, that is the capacity to feel
emotions and sensations [8, 23, 24]. These dimensions also shape
moral judgments by influencing attributions of responsibility and
blame. Perceived age systematically modulates mind perception in
HRI. Adult-like robots are typically associated with greater agency,
competence, and autonomy, whereas child-like robots are perceived
as warmer, more emotionally capable, but less intentional [4, 14].
Consequently, child-like robots are considered less responsible for
norm violations and judged less blameworthy than adult-like agents
[19]. Overall, perceived age affects not only appearance but also
mind attribution and moral evaluation.

2.2 Robot Deception and Perceived Moral
Agency (PMA)

Robot deception represents a major ethical challenge because, al-
though it may improve interaction, it can also undermine trust
[30]. Studies using the Rock-Paper—Scissors paradigm show that
action-based cheating elicits stronger attributions of intentionality
and moral responsibility than verbal deception [29]. Within this
framework, Perceived Moral Agency (PMA) refers to the extent to
which moral responsibility is attributed to an artificial agent [2]. Im-
portantly, people attribute deceptive intent to robots much as they
do to humans, regardless of whether deception succeeds [15]. Al-
though deception generally reduces trust, child-like robots receive
more lenient moral evaluations than adult-like robots, reflecting an
age-related bias [19].
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2.3 Individual Differences: The Dark Triad and
Lie Acceptability

While robot design has been extensively studied, less attention has
been devoted to observer characteristics. The Dark Triad, Machi-
avellianism, Narcissism, and Psychopathy, is associated with ma-
nipulativeness, reduced empathy, and a pragmatic view of morality
[5, 26]. Individuals high in these traits also show greater moral
disengagement and evaluate harmful or deceptive behaviours more
instrumentally [13, 20]. Narcissism, in particular, is positively as-
sociated with Lie Acceptability, namely the general acceptance of
lying as a strategy for achieving personal goals [22]. Consistent
with this profile, individuals high in Dark Triad traits are more tol-
erant of self-serving deception, especially when it is goal-directed
or strategically advantageous [12, 31]. In HRI, these traits may re-
duce sensitivity to social cues such as vulnerability, leading to more
utilitarian evaluations of cheating robots regardless of age-related
characteristics.

3 The Present Study

Building on prior HRI and personality research, this study investi-
gates whether dark personality traits and lie acceptability influence
the evaluation of cheating robots in immersive virtual reality. We
further examine whether robot age moderates robots’ perceptions,
their cognitive and moral evaluation. Given that child-like agents
are typically perceived as less intentional and less morally respon-
sible [8], and prior HRI research has shown that such agents elicit
more lenient moral evaluations in cases of misconduct [19], robot
age is expected to shape the cognitive and moral evaluation of
cheating robots. Moreover, Dark Triad traits have been associated
with reduced sensitivity to the Experience dimension and target
vulnerability [9], whereas high lie acceptability promotes a more
instrumental evaluation of deception regardless of the agent’s char-
acteristics [22, 31]. Based on this theoretical framework, the study
addresses the following research questions:

RQ1. How does robot age influence the evaluation of cheating
robots?

RQ2. How do individual differences (Dark Triad, lie acceptabil-
ity) influence these evaluations?

RQ3. Do these individual differences moderate the effect of robot
age?

3.1 Hypotheses

To address these questions, we formulated the following hypothe-
ses:

H1. Adult-like robots will be attributed higher levels of per-
ceived agency, decision-making capacity, and moral responsibility,
whereas child-like robots will elicit more lenient moral evaluations.

H2. Higher levels of Dark Triad traits will attenuate the effect of
robot age on moral and cognitive evaluations, such that individuals
high in these traits will show smaller differences between child-like
and adult-like robots.

H3. Greater tolerance of lying will attenuate the effect of robot
age on robot evaluation, such that participants high in lie acceptabil-
ity will show smaller differences between child-like and adult-like
robots in perceived agency, experience, moral attributes, and trust.
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Figure 1: Adult-like (left) and child-like (right) robot condi-
tions used in the VR experiment.

4 Methods

4.1 Experimental Design and Participants

The study employed a two-condition between-subjects design ma-
nipulating robot perceived age (adult-like vs. child-like). Partici-
pants interacted in immersive virtual reality with a cheating robot
opponent during a competitive Rock—Paper—Scissors game. Cheat-
ing behaviour followed the algorithm developed in a previous study
[19], ensuring a minimum number of cheating episodes while pre-
serving variability across game rounds. Dark Triad traits and lie
acceptability were measured as dispositional predictors. Partici-
pants were recruited among university students on a voluntary
basis. Data collection is currently ongoing, with a target sample of
50-80 participants. The study was approved by the Ethical Com-
mittee of the University of Siena (approval no. 4/2026).

4.2 Virtual Reality Setup

The experiment was conducted using standalone Meta Quest 2,
Meta Quest 3, and Meta Quest 3S head-mounted displays, pro-
viding fully immersive VR interaction through integrated hand
tracking. The virtual environment, developed in Unity, reproduced
a controlled Rock-Paper-Scissors interaction with a humanoid ro-
bot. Robot appearance was manipulated to convey either adult-like
or child-like characteristics through body proportions and visual
features, following previous studies [10, 19]. The two experimental
conditions are illustrated in Figure 1.

4.3 Measures

4.3.1 Pre-Interaction Measures. Dark personality traits were mea-
sured using the Dirty Dozen inventory in the Italian version, a
12-item scale measuring Machiavellianism, narcissism, and psy-
chopathy [5]. Moreover, a key element of this study is the inclusion
of the Revised Lie Acceptability Scale (RLAS) [22], used to quantify
the user’s general attitude towards the acceptability of lying as a
functional strategy for achieving objectives.

4.3.2  Post-Interaction Measures. At the end of the virtual reality
interaction, participants completed a structured online question-
naire designed to explore their multidimensional perception of the
robotic agent. The first section examined the attribution of men-
tal states through 18 items derived from the model by Gray et al.
[9]. To specifically assess moral responsibility, the Perceived Moral
Agency (PMA) Scale [2] was administered, comprising 10 items
that measure the extent to which the robot is perceived as an au-
tonomous moral agent (Morality) or the extent to which its actions
are considered a mere product of programming (Dependency). The
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moral status of the robot was explored using 11 items relating to
robot rights [17], analysing users’ opinions on issues such as the
right to privacy, ownership of property, and protection from cruel
treatment. Lastly, participants were asked to rate the degree they
would trust the robot, on a 7-point scale from 1 (not at all) to 7 (very
much) [25].

4.4 Procedure

Participants first completed a pre-interaction online questionnaire
and were then immersed in the virtual environment where they
played a competitive Rock—Paper—Scissors game against the ro-
bot. The VR interaction lasted approximately 10 minutes (about 30
minutes including questionnaires and briefing). During the game,
the robot engaged in cheating behaviour without participants be-
ing informed beforehand. After that, participants completed the
post-interaction questionnaire assessing moral evaluation, mind
perception, trust, and lie acceptability and were then debriefed.

5 Results

5.1 Sample Characteristics

Fifty-six participants were recruited for the experiment from the
University of Siena. The mean age of participants was 23.5 (SD =
2.14), 60.7% (N = 34) were women, 37.5% (N = 21) men and 1
participant preferred not to report their gender. We compared the
scores of participants for the dark traits and lie acceptability across
experimental groups defined by robot type, and no significant dif-
ferences were found in these characteristics, or in age and gender
distribution.

5.2 Robot Perception and Individual
Characteristics

We analysed the effect of robot age and individual characteristics on
the perception of the robot using a MANCOVA followed by a series
of ANCOVAs, one for each robot perception variable measured in
the study (Agency, Experience, PMA Morality, PMA Dependency,
Robot Moral Status and Right, Trust in the robot). In each model
participants’ standardized scores on the Dark Triad personality
traits (Machiavellianism, Psychopathy and Narcissism) and on the
Revised Lie Acceptance Scale (RLAS) were included as predictors in
interaction with the robot type (2 levels: Adult-like and Child-like).
The results of the analyses are reported in Table 1.

The results of the MANCOVA showed a marginally significant
interaction between robot age and Narcissism (Pillai’s trace(1,6) =
2.22, p = .060). In the univariate models, the main effect of robot
type was not significant for any of the dependent variables con-
sidered, and neither were the main effects of Machiavellism and
Psychopathy. Marginally significant associations were found be-
tween Narcissism and perceived Agency (B = 0.44) and between
RLAS and PMA Dependency (B = —0.37). The results showed also
a significant interaction between robot type and Narcissism for per-
ceived Agency (17 = .13), Experience (ry = .10) and Trust (4 = .08),
a significant interaction between robot type and RLAS for Expe-
rience (174 = .08), and, marginally, also for Agency (14 = .07) and
PMA dependency (174 = .06). No other significant effect was found.
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Table 1: Results of the tests of the main effects and interaction of the ANCOVAs of the robot perception variables collected in
the study. RA = Robot Age; M = Machiavellism; P = Psychopathy; N = Narcissism; RLAS = Revised Lie Acceptance Scale.

Experience Agency PMA Morality PMA Dependency RMSR Trust
Effect F P F P F P F P F P F P

Robot Age 0.01 925 029 592 042 522 0.18 677 032 .577 0.04 .845

Machiavellism 0.01 915 0.36 553 0.00 993 0.00 999 0.01 906 0.02 .886

Psychopathy 070 406  0.77 386 0.41 525 1.06 .308 2.66 .110 035 .558

Narcissism 1.29 262 299t 090 0.51 477 0.01 934 0.21 .651 0.05 .831

RLAS 050 485 050 482 2.17 148 3.28" .077 040 532 0.54 467

Robot Age X M 1.33 .256 1.66 204 033 567 0.13 724 0.29 .590 0.61 437

Robot Age X P 1.03 315 033 571 0.09 766 1.03 317 020 .659 1.16  .287

Robot Age X N 4.92* 032 6.89° .012 2.03 .161 0.37 544 0.07 .789 4.11* .048

Robot Age X RLAS  4.14* .048 3.35% 073 1.20 279 2.90% .095 0.58 452 0.62 436
RobotAge. — Adulke — Onid-ike the exploratory nature of this work-in-progress contribution, the
2 2 - findings should be interpreted as preliminary. Contrary to H1, robot
%4 ge Qf age did not exert a significant main effect on any dependent vari-
g =: 2 s - s able. This contrasts with previous findings showing that child-like
e L T A N A robots are typically perceived as less intentional and less morally
R oo . e (9 . e (9 responsible [8, 19]. One possible explanation is that the salience

Experience
N i

Agency
AN G E o
PMA Dependency
I

: T o
Lie Acceptability - RLAS (std) Lie Acceptability - RLAS (std)

L\‘e Acéep(ablll(y - RLAS (std)

Figure 2: Plot of the marginal effects of (top row) Narcissism
and (bottom row) Lie acceptability on the attributions of Ex-
perience (A, D), Agency (B, E), Trust (C) and PMA Dependency
(F) to adult-like (red lines) and child-like robots (green lines).
The lines represent the estimated regression lines for the
effects (slopes) averaged across the other factors.

We examined the significant interactions by estimating the slopes
for the effect of the covariate separately for adult-like and child-
like robots, and using interaction contrast to check whether the
slopes varied significantly across robot types. The results showed
that Narcissism was significantly and positively associated with
both perceived Agency (B = 1.1, p = .01) and perceived Experience
(B = 0.84, p = .043), but only for the adult-like robot, and not for the
child-like one (p > .36). The slopes for the effect of Narcissism on
trust in the robot were not significant neither for the adult-like robot
(B = —0.63,p = .171) nor for the child-like robot (B = 0.51, p = .133),
but they changed significantly across robot types (p = .048).

Concerning the effect of participants’ lie acceptability on robot
perception, first of all it was never significant on the child-like robot.
For the adult-like robot, instead, the results showed a marginally
significant positive association between RLAS and perceived expe-
rience (B = 0.53, p = .088), and a significant negative association
between RLAS and PMA Dependency (B = —0.72, p = .03).

6 Discussion

The present study examined how robot age cues and individual
differences in socially aversive traits and lie acceptability shape the
evaluation of cheating robots in immersive virtual reality. Given
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of explicit cheating behaviour reduced sensitivity to appearance-
based cues leading participants to rely more on behaviour than
morphology when making moral evaluations [18, 29]. Despite the
absence of a main effect, the findings provide preliminary evidence
consistent with H2, showing that Dark Triad traits, particularly
narcissism, moderate the relationship between robot age and eval-
uation. Higher narcissism was associated with greater perceived
agency and experience, particularly for the adult-like robot. This is
consistent with research suggesting that individuals high in nar-
cissism adopt more agentic and instrumental interpretations of
others [12, 26]. Rather than attenuating the effect of robot age as
initially expected, these findings suggest that individual traits such
as narcissism increase the perceived differences between adult-like
and child-like robots. The results also provide preliminary evidence
consistent with H3. Lie acceptability showed no main effects but
interacted with robot age in predicting perceived experience and
PMA dependency. Higher lie acceptability was associated with
greater perceived experience and lower dependency only for the
adult-like robot, consistent with the view of deception as an inten-
tional and goal-directed strategy. Overall, these findings suggest
that moral evaluations of cheating robots emerge from the inter-
action between robot design and observer characteristics rather
than robot age alone. However, given the exploratory nature of this
work-in-progress study, the multiple outcome measures, interaction
analysis and current sample size require cautious interpretation.
The reported effects should therefore be considered preliminary
and confirmed through future studies with larger and more diverse
samples.

7 Conclusion

The findings provide preliminary implications for the design of
social robots operating in morally ambiguous situations. First, the
results suggest that robot appearance interacts with user charac-
teristics rather than exerting a direct effect on moral evaluation.
Adult-like robots appear to amplify the influence of socially aversive
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traits, whereas child-like designs may function as a psychological
buffer, standardizing user responses and mitigating the aggressive
or overly agentic interpretations that characterize Dark Triad pro-
files [26]. Second, the absence of a main effect of robot age suggests
that explicit deceptive behaviour may outweigh appearance-based
cues. Consequently, designers should not rely on child-like or em-
pathic appearances to mitigate the moral consequences of unethical
robot behaviour. Instead, transparency and reliability should re-
main central design principles [11, 28]. Furthermore, these results
align with emerging concerns regarding dark patterns in social
robotics, which refer to deceptive design strategies programmed
to manipulate users through unidirectional emotional bonds [6].
Specifically, the strategic use of “cute” or child-like morphologies
can itself constitute a dark pattern when it is intentionally em-
ployed to elicit over-attachment or to encourage ‘data myopia’,
where users overlook privacy risks or deceptive functions due to
the emotional response prompted by the interface [16]. Future re-
search should validate these results with larger and more diverse
samples and further investigate how user characteristics and robot
design jointly shape moral evaluations.

7.1 Limitations

The findings should be interpreted considering several limitations.
First, the current sample size may have reduced statistical power,
particularly for detecting weaker main and interaction effects. Sec-
ond, participants were recruited exclusively from a single university,
limiting the generalizability of the findings. Third, the study relied
on a competitive VR rock-paper—scissors paradigm which, while
offering strong experimental control, may not fully capture the
complexity of deception and moral judgment in more real-world
settings. Finally, robot age was manipulated primarily through vi-
sual appearance. Future research should employ larger and more
diverse samples and examine whether similar effects emerge when
age is conveyed through additional cues, such as voice, language
style, or interaction behavior.
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8 Design Implications and Ethical
Considerations

This research contributes to the ethical design of Human-Robot
Interaction (HRI) by uncovering how individual personality traits,
such as dark personality characteristics, and individual attitudes
toward deception affect the perception of adult-like and child-like
robots. While these findings can help designers develop more trans-
parent and trustworthy robotic systems, they also highlight a poten-
tial risk of future misuse, where artificial agents could be tailored to
exploit human psychological vulnerabilities or manipulate specific
user profiles. To mitigate these risks, future developments should
adhere to strict guidelines regarding transparency and emotional
alignment in HRI.
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