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ABSTRACT Autonomous Driving is emerging as a paradigm shift in the way we conceive people and
goods transportation. It promises to improve road safety, reduce traffic congestion, and increase overall
transportation efficiency. It is made possible by a plethora of modern technologies, such as AI, low-power
hardware, and complex computing. Common stages of Autonomous Driving systems are the identification
of objects in the scene (Object Detection), and the ability to predict the evolution of the tracked objects’
states – usually, positions and velocities (Multi-Object Tracking). In this paper, we address the issues behind
high-performance Multi-Object Tracking (MOT) algorithms for a real-world urban transportation scenario.
The main objective is to exploit the high-performance capabilities of NVIDIA heterogeneous embedded
platforms, which are not automatically compatible with the peculiar features of these algorithms.We propose
and discuss some non-trivial software design choices and implementation strategies that are needed to match
the specific computational andmemory access needs ofMOT strategies, and the architectural opportunities of
NVIDIA embedded GPGPU systems. Our code is made available as open-source. We compare our solution
against a highly optimized multi-core version and show that we are able to trigger significant performance
speedups (up to 7.19×) in all power-modes, sometimes even surpassing the CPU reference with the GPU in
a lower-power operating mode.

INDEX TERMS Autonomous driving, cyber-physical system, CUDA, heterogeneous board, Kalman filter,
multi-object tracking.

I. INTRODUCTION
Autonomous Driving (AD) represents a paradigm shift in
the way we conceive transportation, as it promises to
operate vehicles without human intervention. Its proper
functioning requires a synergy of modern technologies
(e.g., Artificial Intelligence, low-power embedded platforms,
complex computing) that consume a significant amount
of real-time data from a variety of sensors (e.g., Radars,
LiDAR, cameras, GPS, and IMUs). Its ultimate goal is to
enhance road safety, reduce traffic congestion, and improve
the overall efficiency of transportation systems. Fundamental
stages of AD systems are Object Detection (OD), which
is the ability to identify potential obstacles in the scene,
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and Multi-Object Tracking (MOT), which is the ability to
predict their trajectories. OD and MOT importance for AD
cannot be overstated, as the system makes driving decisions
depending on them, with a direct impact on the safety of
both the autonomous vehicle and the other road users. In the
tracking-by-detection approach, OD and MOT are executed
in two stages. In the OD stage, raw data from the sensors are
segmented to build basic features of the scanned objects that
constitute its state – such as position, speed, and pose. Then,
in theMOT stage, object measurements are assigned to tracks
that monitor the evolution of their state. In this process, the
coupling between measurements and tracks can be achieved
with deterministic or probabilistic approaches, such as Global
Nearest Neighbor (GNN) [1] and Joint Probabilistic Data
Association (JPDA) [2]. On the other hand, object kinematic
state evolution is predicted with the help of state estimation
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filters, such as Kalman filters (KFs) [3], which are able to
handle state uncertainties due to unmodeled dynamics and
measurement noise.

The computations necessary for OD andMOT are typically
performed on embedded platforms with real-time constraints,
as they must guarantee the responsiveness and reliability
of the system to a changing environment. These platforms
must be able to track multiple objects at once in the allotted
time budget, since typical AD scenarios include several
potential obstacles such as pedestrians, other vehicles, and
environment objects, such as trees, signs, buildings, etc.
In particular, MOT algorithms are very well-known but their
features, intertwined with the specific use case, make their
efficient, parallel implementation very hard to achieve. This
leads to low efficiency and low utilization of the available
modern hardware resources, especially GPUs.

In this paper, we analyze and tackle the problem of achiev-
ing a highly-parallel, high-performance implementation for a
Multi-Object Tracker suitable for NVIDIA embedded boards.
The algorithms used for tracking operations are challenging
to parallelize, due to various synchronization points and
communication between individual tasks. We implement our
MOT algorithm with the goal of maximizing parallelism
within the code, to serve as a reference implementation
for NVIDIA embedded platforms and ensure effective real-
time usage, even with numerous and high-frequency sensors.
The presented analysis and proposed techniques can be
paradigmatic also for other algorithms exposing similar
computational and data-access patterns. Therefore, we make
our source code publicly available.1

We test our implementation on two NVIDIA heteroge-
neous embedded boards and compare it against a high-
performance CPU-based parallel one. We enrich our analysis
with power consumption, showing that our GPU-based
implementation can outperform a high-performance CPU-
based one [4] or reach the same number of Frames Per Second
(FPS) with a reduced power budget.

The rest of the paper is structured as follows: in
Section II, we discuss some related work. In Section III,
we provide information on the autonomous vehicle use-case.
Section IV provides some background on Kalman filters,
the association algorithms, and the CUDA programming
model. In Section V, we explain and detail our proposal.
An evaluation and discussion of results is reported in
Section VI, and we conclude in Section VII.
The main contributions of this paper can be summarized as

follows:

• We propose a high-performance GPU-based Multi-
Object Tracker and describe it in detail;

• We compare it against a multi-core implementation
from performance and power consumption standpoints,
conducting our experiments on two Commercial Off-
the-Shelf (COTS) NVIDIA boards.

1https://github.com/Meda676/GPU-MOT

• Wemake our source code publicly available, with open-
source license, to serve as a reference implementation
for NVIDIA embedded platforms.

II. RELATED WORK
In the field of Autonomous Driving, the development of
effective tracking systems has become a focal point of recent
research efforts. As discussed by Leon and Gavrilescu in [5],
there are various techniques that can be partitioned into
three groups: those based on Convolutional Neural Networks
(CNNs), those based on Recurrent Neural Networks (RNNs),
and traditional ones not relying on neural networks.

Some examples of works falling in the first two categories
can be found in [6], [7], [8], [9], and [10]. These techniques
present some drawbacks that are typical of neural networks.
They demand extensive volumes of reliable training data, that
may be difficult to obtain. They necessitate substantial exper-
imentation and trial-and-error to pinpoint the appropriate
design and hyper-parameter configuration. Most importantly,
they operate in a somewhat inscrutable “black-box” manner,
that may be not acceptable in the delicate and crucial domain
of AD. For these reasons, we adopt a traditional solution in
our work.

Traditional solutions usually rely on Kalman filters [11],
[12], as we do as well. KF is notably favored in navigation and
control applications, excelling in its capacity to forecast an
object’s future path while displaying resilience against noise.
Some alternative approaches opt for particle filters, relying
onMarkov models andMarkov decision processes [13], [14],
or on flow-networks and graphs, as exemplified by the works
presented in [15] and [16].

A common problem related to all those tracking solutions
concerns their ability to be applied in real time, due to
the complexity of their algorithms. For this reason, highly
parallel architectures like GPUs are typically employed,
posing some challenges to the programmer. A recent survey
presents various works in which Visual Object Tracking
algorithms have been offloaded on GPU platforms [17].
In [18], the authors use a pre-trained CNN for OD and
create tracklet associations with KFs and GNN, as we do.
They achieve 80 frames per second on GPU, but do not
specify the GPU model employed. In [19], an NVIDIA
Jetson Nano board is used to recognize objects in complex
rural areas through different models of neural networks. The
obtained response times could be considered high to be
realistically employed in a real-time scenario. The Jetson
Nano is also used in [20] to implement an inference algorithm
for object recognition applied to drones. The authors achieve
a real-time frame rate of 47 frames per second at the cost
of a 47% increase in power consumption. In [21], a novel
Siamese network aimed at tracking multiple vehicles using
an on-board monocular camera and running on an NVIDIA
Jetson TX2 board is proposed. They report an average speed
of about 25 FPS, but without giving implementation details.
A Jetson TX2 board is used also in [22], where the authors
implement a CNN-based Object Detector and a tracker that
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combines a parallel discriminative correlation filter with
Kalman Filters for motion estimation. They score 25 FPS on
a dataset with 45 simultaneous objects in the scene. In [23],
Cao et al. propose a MOT that integrates Kalman filters with
measurements from the OD to compute virtual trajectories
during occlusion periods. They reach 793 FPS on CPU for
the tracking phase only.

Lastly, in a recent work by Liu et al. [24], a novel Parallel
Kalman Filter is presented, along with a fully GPU-based
tracker paradigm. In their work, the two aspects of detection
and tracking are kept separate, focusing on the tracking task
and using a general detector. In the detection + tracking
case, they achieve a performance of 250 and 42 FPS on a
GeForce GTX 1080Ti (desktop) and a Jetson AGX Xavier,
respectively, and around 750 FPS on a GeForce GTX 1080Ti
for the tracking alone.

None of these works describe extensively the implemen-
tation strategies, and related details, for the exploitation of
the GPU, neither analyze the relation between performance
and energy consumption. Conversely, our work presents an
in-depth analysis of our optimized implementation, from
performance, accuracy, and power consumption points of
view, discuss thoroughly the choicesmade to achieve efficient
parallel code on GPUs, and make our code publicly available.
This way, we provide a guide that can serve for researchers
and professionals to implement their own efficient MOT code
for GPUs.

III. VEHICLE ODAS USE-CASE
An AD system for urban vehicles aims at bringing
autonomous driving within our cities, enhancing the safety of
vehicles and other traffic participants. This is a challenging
application, since the urban environment does not have a
predefined traffic flow, but allows different routes due to
crossroads, roundabouts, light signals, and so on. Further-
more, vehicular traffic is not segregated from pedestrians
and the surrounding environment is potentially rich with
obstacles. In this condition, it is crucial to discriminate
whether an object can constitute a safety threat or not,
depending on the specific situation. For example, a vehicle
could drive in front of another vehicle, preceding it while
driving in the same direction. This scenario is normal and
should not cause any alert. In contrast, when the AD system
detects a car or pedestrian whose future trajectory is expected
to intersect that of the autonomous vehicle, it shall take
appropriate corrective actions to avoid a potential collision.

To make the vehicle aware of its surroundings and
identify possible obstacles, nowadays several industries are
developing multi-sensor Obstacle Detection and Avoidance
System (ODAS) for urban vehicles. ODAS is one of the
building blocks towards vehicle autonomy, in charge of
providing the driving logic with all information about the
external environment.

The overall architecture of the ODAS is depicted in
Figure 1, where the system data pipeline is reported.
The main subsystems are the following: (1) a set of

sensors installed on the autonomous vehicle along with their

FIGURE 1. ODAS architecture.

software drivers; (2) an OD and a MOT modules, in charge
of collecting and elaborating data from the sensors using a
set of Kalman filters [25] for the tracking part; (3) an Impact
Threat Evaluator (ITE) module that evaluates the probability
of collision for each tracked object and propagates this
information to the driving logic, deciding on the possibility
that the future position of an object might be critical for the
system’s operational safety. In fact, the most critical aspect to
address in our use-case is the detection of all the objects and
structures present on the scene, together with the ability to
correctly track their position and direction, so as to put the
basis for higher-level algorithms aiming at preventing any
type of impact of the (semi-)autonomous vehicle with the
surrounding objects. In particular, analyzing each component
of the ODAS reported in Figure 1:
Sensors the outermost component of the system is repre-

sented by sensors collecting raw data from the real
world. The set of sensors usually employed for this kind
of systems include a combination of LiDAR, RADAR,
and Cameras to take advantage of different sources of
information [26], [27]: LiDAR can identify small objects
and provide their spatial structure, RADAR is unaf-
fected by weather conditions and provides an accurate
measurement of the object’s velocity, while Cameras
can provide an accurate classification of objects and
also of their depth in the scene by exploiting stereo
vision techniques. These data streams are gathered
and processed by an initial array of modules, one
for each sensor, designated as software drivers that
analyze the incoming data and provide object structures
representing real-world detections to the system. Each
sensor generates data streams that are received on such
different interfaces at different rates. It is worth noting
the critical importance of sensor data acquisition rates,
as these temporal characteristics establish an upper
bound on the execution time of the internal software,
to take corrective actions, if warranted, before the
reception of new information and avoiding dropping
new messages. In contemporary technological contexts,
advanced sensors are capable of operating at very high
rates. For instance, the frequencies of modern LiDAR
and RADAR sensors range from 20 to 30 Hz, while
camera sensors can attain even higher rates, reaching up
to 200 Frames per Second.

Object Detector it provides a high-level processing that
aims at identifying objects of interest within the
sensors’ raw data. Nowadays, several obstacle detection
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technologies are used in this field, based on sensors
that allow obtaining different pieces of information. The
Object Detector is in charge of standardizing the data
format received from sensors’ detectors and aligning
them to a local reference system shared between sensors
and bounded to the vehicle, instead of the original
sensor’s local reference system. Then, this list of objects
is propagated to the Object Tracker, that is the next step
in the system pipeline, with a maximum frequency equal
to that achieved by the sensors’ streams.

Object Tracker it is responsible for managing and tracking
targets. To maintain system stability, processing on
the sensor input must be completed before new input
arrives. As for the processing, the detected objects are
coupled with the different tracks in the system, then the
tracks are updated using the measurement information.
Correspondences between measurements and tracks are
usually obtained using data association (DA) algorithms,
which could be deterministic or probabilistic and are
introduced in Subsection IV-B. The track updating is
usually implemented through a series of Kalman filters,
each one associated with a real object, as explained in
Subsection IV-A.

Impact Threat Evaluator it receives the produced esti-
mates on future object positions. It deals with the
driving logic of the vehicle, deciding whether the future
position of an object could become critical to the system,
potentially causing a collision.

Object detection and tracking is a fundamental part of an
Autonomous Driving architecture [28], [29]. A typical use-
case is discussed in [30], where an autonomous vehicle was
developed by using multiple sensors for object detection and
tracking on a car vehicle.

In general, all the existing AD architectures include a
module with the ability of detecting and tracking other
elements within the scene, which produces its estimations
based on the measurements received in input from the
sensors present on-board. Figure 2 of a recent survey from
Yurtsever et al. [31] is paradigmatic in this sense, as it
depicts the general architecture of AD systems. Our ODAS
architecture, shown in Figure 1, follows this scheme, as many
other AD systems in the literature (e.g., [28], [30], [32],
[33]). Potentially, our MOT solution can be integrated in
any of these systems, as long as its achieved performance
permits it to keep pace with sensors’ data rates. If the
MOT algorithm operates at a significantly higher speed than
the sensor frequencies, there may be even room for design
flexibility and support for other safety measures. Indeed,
if this is the case, the extra computational power available can
be utilized to implement redundancy techniques [34], thus
enhancing system resilience and/or for supporting multiple
sensor sets (e.g., different sides of the vehicle) through
the same computational platform. For instance, considering
a 200 FPS camera as the sensor with the highest rate in the
sensor set and an OD stage that keeps pace with the camera,

a single deployment of our MOT implementation could be
able to accommodate all the four sides of the vehicle together,
as shown in Section VI, even in crowded scenarios (up to
500 objects).

Moreover, in the future, autonomous vehiclesmay incorpo-
rate additional sensor groups to enhance their environmental
perception. This expansion will be necessary due to the
increasing integration of the vehicles within urban landscape,
aimed at eliminating human control and making vehicles
fully autonomous. In such contexts, it becomes essential to
augment the sensory capabilities of the system, leading to
a concurrent enhancement of the overall sensor sampling
rate and thus reducing further the available computation
time. Also in this case, our MOT implementation would
likely be compliant with such a rate increase with no further
modifications.

IV. BACKGROUND
This section delineates and delves into several aspects of the
techniques and key tools employed for conducting Multiple
Object Tracking.

A. KALMAN FILTER OPERATION
A Kalman filter (KF) [3] is the analytical implementation
of the Bayesian method that uses a series of measurements
observed over time to produce estimates of unknown
variables from their posterior density, which become more
accurate over time. It is based on a set of mathematical
equations that minimize the covariance of the estimated error
when certain assumed conditions are satisfied. Specifically,
the KF assumes linearity of state dynamics and observation
process, as well as Gaussian distribution of noise in state
dynamics and measurements. A KF works by means of two
steps: predict and update. The predict step produces estimates
of the current state variables by exploiting a system dynamic
model and some uncertainties related to system evolution.
For our autonomous driving use-case, this dynamic model
takes into account both object positions and the velocities,
in order to correctly predict their motion and future positions
and ultimately promote tracking robustness. Then, once the
outcome of the next noisy measurement is received from
sensors, these estimates are updated using a weighted average
taking into account the reliability of the model and that of the
sensors. The operation of a KF can be summarized by the
equations in Table 1.

In such equations, the hat operator means an estimate
of a variable. The superscripts − and + denote predicted
(prior) and updated (posterior) estimates, respectively. The
subscript k models the time evolution of the state vector x, the
control vector u, the measurement vector z, and the state error
covariance P. Matrices F , B, and H refer to state transition,
control input, and measurement matrix, respectively, while
R and Q represent zero-mean Gaussian noises. For further
details, please refer to [25].

The KF algorithm can be proven to be an optimal estimator
under the assumption of Gaussian error distribution. For
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TABLE 1. Kalman filter operation equations.

situations when the problems are non-linear or the noise
that corrupts the signals is non-Gaussian, enhanced versions
of the KF have been developed over time. In particular,
non-linear problems can be solved using the Extended
Kalman Filter (EKF) [35] or Unscented Kalman Filter
(UKF) [36]. The KF (in its linear or non-linear version)
is widely used in many different fields, such as robotics,
finance, aerospace, biomedicine, and autonomous driving.
In particular, within the latter domain, Kalman filters find
applications in self-driving cars for tracking nearby objects
and obstacles. In this context, KFs are fed with data
measurements from sensors to estimate the position and
trajectory of other objects on the road, tracking their motion.

B. DATA ASSOCIATION PROBLEM
KF and its variants offer the ability to provide optimal esti-
mates of a real object’s behavior. Nonetheless, as explained in
the previous section, the update stage of the KF necessitates
understanding which measure should be used to input data
into the filter. In Multi-Object Tracking applications such as
AD, the correspondence between objects (i.e., represented
by filters) and measurements requires careful consideration.
Data Association (DA) is the process of associating the
measurement results of OD with the estimated tracked object
states coming from the KFs. In a favorable environment, the
solution of the data association problem can be trivial, but in
crowded scenes, the complexity of this task increases. When
the scene is populated by several “close” measurements
(according to some distance) to each track, the associations
may be ambiguous. In these cases, data association algo-
rithms make a difference in the way they decide how to
associate measurements with estimates. There are two classes
of DA algorithms: deterministic and probabilistic.

Deterministic algorithms choose a single (best) association
from the set of all possible associations, according to a cost
function that is typically a distance between the predicted
positions and their measures. Themost popular representative
of deterministic DA algorithm is Global Nearest Neighbour
(GNN) [1], which finds the set of associations that minimizes
a global cost function (usually based on Euclidean or
Mahalanobis distance), assuming that only one measure can
be originated from one object. In order to do so, the Munkres
algorithm (also calledHungarian method) [37] is used for the
cost optimal association of targets to measurements.

Probabilistic algorithms, on the other hand, do not make
hard decisions, but allow multiple measures to contribute to
the update of a single state vector, considering the probability
of a measure to originate from each target. In this case,
to address the complex multiple-target problem, the Joint
Probabilistic Data Association (JPDA) algorithm is usually
applied [2]. In these algorithms, the rationale is to address
the uncertainty of association by using a weighted sum of
the N measures that could be generated from a single object,
associating them with a probability.

C. NVIDIA GPU PROGRAMMING
Although some differences exist between different models
and across various generations of NVIDIA GPUs, the
fundamental architecture has remained stable in the last
fifteen years. Modern NVIDIA GPUs feature up to tens
of Streaming Multiprocessors (SMs), each equipped with
hundreds of CUDA cores, tens of KBs of scratchpad
memory called “shared memory”, L1 instruction and data
cache, texture memory optimized for spatially-local accesses,
and constant memory optimized for broadcasting. Recent
additions include Tensor Cores tailored for matrix-matrix
multiplications and Ray-Tracing Cores dedicated to simulate
light reflections [38], [39].

CUDA cores are relatively simple scalar processors
with a pipelined Arithmetic Logic Unit (ALU) and an
Floating-Point Unit (FPU) supporting common integer,
single-, and double-precision operations. SMs execute code
in a Single-Instruction Multiple-Thread (SIMT) fashion
regulated by an issue scheduler, which assigns groups of
32 threads called warps to as many CUDA cores. Threads
in the same warp execute in lock-step, albeit with individual
control flows. In case conditional instructions evaluate
differently on different threads, the code may diverge and
lead to serializations. SMs have access to a shared L2 cache
connected to global memory [38], [39], [40].

CUDA C++ is a C++ subset, without virtual functions,
function pointers, standard library, etc. It incorporates
proprietary extensions used to annotate variables to specify
the memory to which they belong and to launch parallel
functions, known as CUDA kernels, on the GPU. According
to the CUDA programming model, application code is
structured into host and device code that can share the same
source files. In host code, programmers allocate memory on
the GPU, transfer data between CPU and GPU, and launch
CUDA kernels asynchronously. Device code contains kernels
and device functions invokable from them [40], [41].

CUDA kernels manipulate data in global memory and are
executed concurrently by a collection of threads. Each thread
belongs to a 1D/2D/3D block, and each block is part of a
1D/2D/3D grid, as depicted in Figure 2, with the block and
grid sizes specified at the kernel launch site. Grid and blocks
impose a topology on the threads that may be located within
kernel code by their index, which is accessible as a global
variable. This topology is aligned to the layout data being
processed, facilitating a convenient mapping of threads to
elements.
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FIGURE 2. In the CUDA model, a parallel program is organized as a grid of
independent blocks of threads [40]. These impose a 1D/2D/3D topology
on the threads, that are indexed accordingly. The blocks are scheduled on
the GPU’s SMs depending on their availability. Threads in a block can
share data through the shared memory, which is local to the SM and have
fast access time.

The simplest class of parallel applications is known as
embarrassingly parallel. In such applications, threads of
execution can be organized into entirely independent units
that operate concurrently, without sharing any data or sharing
only immutable data, and can execute in any order. However,
the majority of real-world applications do not fall into this
category. Threads of execution typically need to share data,
leading to the emergence of race conditions, necessitating
some degree of synchronization to ensure correctness.

Tomeet the needs of such complex applications, the CUDA
programming model provides diverse synchronization prim-
itives that operate at different levels of granularity:

device-level : issued via aCudaDeviceSynchronize()
API call from host code. It acts at global scope, ensuring
that all the previously launched kernels completed
execution. It is the only method to synchronize threads
across different blocks, since these are scheduled on the
available SMs in no particular order.

block-level : issued through a __syncthreads() API
call from device code. It is a barrier synchronization
involving all the threads in a block, which are guaranteed
to execute on the same SM.

warp-level : such as __syncwarp() and other warp-level
primitives which support “horizontal” thread-to-thread
data exchange within the same warp.

A prevalent pattern adopted in CUDA programs consists
of: fetch data from the global memory into the shared
memory, manipulate those data with threads in the same
block cooperate, synchronize block-wise, and write output
data back into the global memory. Global memory has high
access latency (hundreds of cycles) unlike shared memory
(around 5 cycles), thus accesses to global memory in a
kernel are limited. To fetch data efficiently from global
memory, threads should access it in an aligned (coalesced in
CUDA terminology) way, with neighboring threads accessing
neighboring elements. This allows the memory sub-system to

group multiple accesses, fetching up to 128 bytes (i.e., one
word per thread in the same warp) in one transaction. Data
in shared memory can be accessed efficiently without strict
adherence to a specific pattern, as long as conflicts between
memory banks are avoided. In fact, shared memory consists
of sixteen banks, each equipped with one read-write port.
Therefore, if two or more threads attempt concurrent access
to the same bank, the accesses are serialized [40], [41].

V. OUR PROPOSAL
In this section, we present our proposedMulti-Object Tracker
and discuss its implementation in detail. For our specific
use case, we tested different possibilities based on the
solutions outlined in Section IV. The testing data we used,
taken from a real tramway system, show that the use of
Extended or Unscented Kalman filters does not produce
significant benefits compared to the Linear Kalman filter.
This is true even in the noisy case, due to the fact that the
sensors employed in the considered use-case already manage
the non-linearities within themselves. Consequently, we opt
to use the linear version, as the accuracy advantages are
negligible with respect to the increased computational cost.

Regarding the choice of association algorithm, we opt
for GNN due to its computational efficiency. This choice is
motivated by the significant computational burden associated
to JPDA, which considers all the measurements inside a track
gating region in order to compute the new association for
each track. Thus, when the number of tracks or measurements
are high, the number of possible combinations to test
grows according to a factorial law [42], requiring a huge
quantity of resources and a more data dependent, and less
predictable, execution time. This can pose a significant
challenge for real-time collision avoidance applications,
where responsiveness is critical.

However, the GNN algorithm is not without its drawbacks,
notably the potential for identity mismatches arising from
erroneous measurement-to-target assignments.

In the context of MOT scenarios, such errors can occur
due to phenomena like intersecting trajectories between
different objects, leading to an inaccurate Kalman filter
state. Consequently, a transitional period is required to adjust
the dynamic model of the KF from the behavior of the
previously associated object to that of the newly associated
one. However, over time, the Kalman filter will eventually
converge, and the tracking process will resume its smooth
progression. Therefore, when the dynamics of tracked objects
exhibit relatively minor variations, errors of this nature
are generally considered non-critical in collision avoidance
strategies.

A. ARCHITECTURE OVERVIEW
Our Multi-Object Tracker has four main data structures: the
measurement array, the track-association array, the measure-
association array, and the track array. The measurement array
holds the output of the OD stage, which includes a 3D
position and a 3D velocity for each object detected in the
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FIGURE 3. Track state finite state machine.

scene. The track-association and measure-association arrays
contain indexes populated in the associate phase. They map
each track to its associated measure and vice versa, or contain
a negative index in case of non-association. In the following,
we refer to a track/measure as associated if the corresponding
element in the track-/measure-association array has a valid
index pointing to the measurement/track array. The track
array contains the track objects, each of them including a
Kalman filter, whose matrices and vectors are described in
Subsection IV-A, and a scalar value that accounts for the track
state. The state variable in the KF state vector coincides with
the physical quantities esteemed by the OD (i.e., position and
velocity). As for the track state, it can assume three values:

invalid the track is not coupled to any detected object;
tentative the track is temporarily tracking a detected object;
valid the track is definitively tracking a detected object.

Figure 3 depicts the finite state machine that regulates track
state transitions. A track is initialized in the invalid state and
can transition to the temporary state tentative when a new
measure is associated with that track. From this state, it can
be promoted to valid if the tracked object is updated with
new measures for at least TA (“threshold of associations”)
consecutive messages, or return to invalid if no newmeasures
are received for at least TNA (“threshold of non-associations”)
consecutive messages. The track can also expire and revert
to invalid if it remains in the tentative state for at least TL
(“lifetime”) messages. Additionally, the valid state can decay
into invalid if it does not receive associations for at least TNA
consecutive messages. In general, collision possibilities with
each object tracked by tentative or valid tracks are managed,
but the signal sent to the ITE at the end of the tracking loop
also includes the state of the track to allow the ITE module to
apply different policies accordingly.

Figure 4 shows the individual phases of the MOT
algorithm. Its core is the tracking loop, which starts after
the init phase and produces an output towards the ITE at
each iteration. The init phase is responsible to allocate and
initialize the data structures mentioned above (i.e., track,
measurement, and association arrays). Themaximum number
of objects managed by the system is set globally to a number
higher than the amount of objects that will realistically be

FIGURE 4. Object tracker architecture. It implements the multi-object
tracking algorithm, that consumes object positions and velocities as input
from the object detector. After the init phase, which is responsible for
allocating the data structures, it executes the tracking loop that produces
an output signal towards the ITE at each iteration. Black arrows indicate a
temporal connection between two consecutive phases, while red arrows
indicate data exchange.

present in the scene. Thanks to this, we can allocate all our
data structures statically (as we will need at most one track
for each object in the scene) before entering the tracking loop,
avoiding this way in-loop allocations and de-allocations, that
could prove detrimental to the performance of the system.

Acquire measures is the first phase in the tracking loop.
It is responsible for copying the output of the Object Detector
into the measurement array. Although the measures are not
used until the associate phase, their acquisition is started
early on in the tracking loop, so they are available when
needed. These acquired measures are not labeled nor ordered,
and the association between each measure and a particular
track is performed in the associate phase.
The predict phase starts immediately, without waiting for

the acquisition to complete, in a pipeline fashion. In this
phase, we execute the namesake steps in the Kalman filters,
which calculate the predictions of object states (i.e., positions
and velocities) and error covariance according to a dynamic
model, for which we adopt uniformly accelerated motion.
This operation is performed both on tentative and valid
tracks, independently of their association state in the track-
association array, so to manage both visible and momentarily
occluded objects that may be visible again in a few instants.
At the first iteration of the tracking loop, every track is
invalid, and this step is skipped.

In the associate phase, we associate each tentative or
valid track to a measure from the measurement array by
executing a GNN algorithm, explained in Subsection IV-B,
in which we compare the state vector of each track’s KF to the
measure received. For each track, its corresponding element
in the association array is updated according to whether there
has been an association or not. Conflicts are resolved so that
at most one measure is associated with at most one track and
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vice versa. This phase is skipped as well at the first iteration
of the tracking loop.

When the update phase starts, there may be associated
tracks, not-associated tracks, and even free measures not
associated with any track. The latter are considered new
measures, relative to objects that have appeared in the
scene at the current iteration. For them, an invalid track is
picked from the track array, its state is changed to tentative,
and its KF state is initialized with the measure value –
in fact, the state variable in the KF state vector coincides
with the physical quantities of the measures. At the first
iteration, all the measures are associated with a track this way.
Conversely, associated tracks are updated with the measures
by executing the update phase in their KFs, as explained
in Subsection IV-A. Finally, not-associated tracks are not
affected by this phase: since there is no measure at the current
iteration, they are left to evolve freely, with predictions only.

B. IMPLEMENTATION DETAILS
The primary design constraint of the Multi-Object Tracker
is the ability to execute the MOT algorithm within the time
interval that elapses between two successive data receptions
from the Object Detector, which provides new measure-
ments from the real world. Achieving this necessitates a
high-performance implementation of the MOT algorithm.
Since the MOT algorithm inherently exhibits parallelism
patterns, albeit of a complex nature, our implementation
aims to identify and leverage the most suitable parallelization
techniques for GPU architectures. Moreover, the Object
Tracker must seamlessly integrate into the vehicle’s AD logic
apparatus, so it must be deployed on an embedded platform.
Embedded platforms often impose stricter power constraints
thanworkstation/server-oriented solutions, consequently lim-
iting the peak performance achievable there and emphasizing
the imperative to maximize performance.

We identify NVIDIA heterogeneous boards as a promis-
ing family of platforms that may host feasible solutions.
They are versatile embedded boards equipped with modern
multi-core CPUs and many-core GPUs. In particular, GPUs
are notoriously well-suited to accelerate parallel workloads,
so we decided to implement a GPU-based MOT algorithm.
NVIDIA GPUs support the CUDA C++ programming
language [40] and its rich ecosystem, enabling programmers
to write high-performance parallel code.

As the particular platform choice, we test our solution on
Jetson TX2 [43] and Xavier AGX [44], which mount a Pascal
and a Volta GPU, respectively. In Section VI, we discuss how
our solution performs on these platforms. In the following,
we delve into the implementation details.

1) PREDICT
The core of this phase is a single CUDA kernel that executes
the tracks’ KFs’ predict steps. It addresses two sources of
parallelism: independent KFs and parallelizable algebraic
operations within a KF predict.

The first source is addressed at CUDA-grid level, with each
KF mapped onto a CUDA block. Thus, the kernel is launched
with as many CUDA blocks as KFs. These are scheduled on
the GPU SMs and execute independently, as stated by the
CUDA execution model [40], depicted in Section IV-C.

We leverage the second source of parallelism by having
multiple CUDA threads cooperate within a block in the
algebraic operations needed by each KF predict step. These
operations involve small matrices and vectors, with at most
6 × 6 and 6 float elements, respectively. Therefore, there
is no necessity to distribute these operations across multiple
blocks, as the CUDA size constraints (1024 threads, at most
32 × 32 in 2D blocks) are adequate to address them. As for
the block size, the natural choices are 6×6, corresponding to
the matrix sizes, and 8×8, which is the smallest square block
with enough threads to cover a matrix arranged in an integer
number of CUDAwarps. We opt for 6×6, as our benchmarks
indicate that they lead to better performance by allowing us
to bypass some boundary checks.

All thematrices and vectors involved in a predict are loaded
in the CUDA shared memory, allowing us to take advantage
of the element reuse by copying them closer to the processing
elements and reduce the access latency. The output elements
are written back to the main memory, following a common
CUDA programming pattern [40]. Apart from those needed
by the predict, also the matrix S = R+HP−

k H
T is calculated

in this phase, as it will be inverted at the beginning of the
update phase and its inverse is used in the KF update step.

2) ASSOCIATE
In this phase, the track-measure associations are achieved
with three steps:

distances calculation of the mutual distances between the
measurements’ position vectors and the tracks’ KFs;

minimum for each track, identification of the closest
measure;

resolution addressing conflicts due to the association of the
same measure with two different tracks.

The mutual distances are calculated in parallel with 2D
CUDA blocks, where one dimension scans the tracks and
the other scans the measurements. They are written in the
distances array, a 2D array of floating-point values with
number of measurements × number of tracks elements.
If the SM shared memory is big enough to host this array,
it is declared as a shared memory array, it is populated in
the distances step and accessed in the minimum step. All
the steps are performed in a single kernel with a single
CUDA block. Since in the minimum step every thread
may read values in the distances array written by threads
from other warps, a block-level synchronization is issued
prior to execution to prevent race conditions and outdated
value readings. Conversely, if the number of tracks or
measurements is high and the distances array exceeds the
shared memory capacity, it is stored in global memory and
populated in parallel in a standalone kernel, using as many
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2D CUDA blocks as required. Subsequently, the completion
of this kernel acts as a device-wide synchronization, enabling
the launch of the two remaining steps in a second kernel.
It is important to notice that the determination of whether the
distances array fits in the shared memory is made in advance,
as it contains at most number of objects × number of objects
elements, which is a value set globally at compile time. Thus,
if necessary, this array can be allocated in the init phase.
In the minimum step, the distances array is scanned

so that, for each track, a reduction is performed over the
measurements to identify the closest of them. The reduction
is performed with a Kogge-Stone approach [45], [46], the
index of the measurement is written in the track-association
array and the track-measurement distance in a helper array in
shared memory, that is needed in the resolution step.

In the resolution step, the associations are compared
pairwise in order to resolve conflicts. The thread with
index (x, y) compares the association of track number x
with the association of track number y. When a conflict
arises, the association of track x is cleared. This occurs under
the following conditions:

• x is associated, and
• x ̸= y, and
• both are associated with the same measure (track_
association[x] = track_association[y]), and

• x is farther than y from the measure associated with
them, or they are at the same distance, but x comes after
y in the track array (x > y).

The association clearing is achieved by setting track_
association[x] to a negative index, such as −1. These criteria
guarantee that the closest KF is associated with a track, and
in cases where multiple tracks are equally close, only one of
them is associated with the measurements.

Finally, the track-associations are used to populate the
measure-association array. In fact, the association between
track and measure can be reversed as follows:

measure_association[track_association[index]] = index;

However, direct access to the measure_association array
in global GPU memory is not feasible due to the scat-
tered thread access pattern, which would adversely affect
performance. In our implementation, we adopt a scattered
pattern to write into a temporary array in shared memory,
where scattered accesses do not hinder performance. Then,
we issue a CUDA block synchronization to ensure that all
the threads in the block have completed their data writing
tasks. Finally, we adopt a straightforward mapping for the
writeback operation in global memory, leveraging coalesced
accesses promoted by the CUDA programmingmodel, where
neighboring threads access neighboring positions [40].

3) UPDATE
The first step in this phase is the association of unassociated
measurements to fresh tracks taken from the track array,
causing a transition from invalid to tentative. It is performed
in a kernel where each measure is assigned to a 2D CUDA

block. The threads in the block scan the track array searching
for an invalid track for association. When they find one,
one thread from the block writes the new state (tentative)
atomically with an atomicCAS (atomic Compare And
Swap [40]) call to prevent conflicts with other blocks.
To mitigate potential thread serialization resulting from
atomic operations accessing the same element, the track array
is managed as a circular buffer, with each block starting at a
distinct position determined by its block index. In fact, all
the tracks are equivalent and their position in the array is
irrelevant. When a track is selected, the threads in the block
cooperate to set its KF state to proper values.

The second step in this phase is the batch inver-
sion of the S matrices calculated in the predict kernel,
which are located in the track array with a fixed offset
between them. This inversion is achieved by invoking the
cublasSmatinvBatched cuBLAS routine [47], which is
highly optimized.

The last step is performed in its own kernel, which
performs the update steps in the KFs of associated tracks.
It is similar to the predict kernel as of CUDA grid and
block dimensions. Also in this case, the threads within
a block cooperate to execute algebraic matrix and vector
manipulations in parallel.

4) MATRIX-MATRIX MULTIPLICATIONS
To conduct matrix multiplications in the kernels mentioned
earlier, we rely on our custom implementation rather than the
functions provided by the cuBLAS library. This decision is
motivated by the fact that, in our kernels, the multiplications
are mixed with other operations. Integrating cuBLAS func-
tions would necessitate fragmenting the kernels, introducing
unnecessary global synchronization points, and consequently
increasing execution time. Therefore, we choose to provide
two device functions for matrix multiplication, invoked from
the kernel code: matMul and matMulTransp. In both
functions, each CUDA thread is responsible for calculating
a single output element as a row-column dot-product,
in the matMul case, and a row-row dot-product, in the
matMulTransp case. This way, we can calculate operations
such as M1 · MT

2 with no need to actually transpose the
M2 matrix. We implement three different versions of our
matrix-multiplication routines:

• for-cycle;
• kogge-stone;
• warp-level.

In for-cycle, each CUDA thread is responsible for calculat-
ing one output element depending on its index: if the thread
index is (x, y) in the block, it calculates the output element
with (x, y) index in the matrix. The calculation is performed
with a for cycle that accumulates pairwise products between
elements read from the two matrices. For each input, one
index is fixed to the x or the y index of the thread, while the
othermoves to cover the row/column, as in the following code
taken from thematMul function:
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float elem = 0.0f;
for (int k = 0; k < 6; ++k)
elem += A[y][k] * B[k][x];
C[y][x] = elem;

ThematMulTransp differs only in the second factor, whose
indexes are swapped.

In kogge-stone, 8×6 × 6.3D CUDA blocks are used.
Every thread calculates the product of two elements, where
the thread with index (x, y, z) calculates A[y][x] ∗ B[x][z]
in matMul and A[y][x] ∗ B[z][x] in matMulTransp. These
values are written in a 3D tensor located in shared memory
that has the same dimensions as the CUDA block. Threads
with an x index greater than 5 would result in out-of-bounds
accesses and thus write directly 0, instead. Then, a Kogge-
Stone parallel prefix sum [45], [46] is executed along the x
axis of the 3D tensor. Upon completion, each thread with
index (0, y, z) writes an output element in C[y][z], retrieved
from the 3D tensor in shared memory.

warp-level is similar to kogge-stone: it utilizes a 3D
CUDA block where each thread calculates one product
as before. However, instead of writing it in the shared
memory, it keeps it in a local register called tmp. These
registers are then passed horizontally between threads
within the same warp using warp-level primitives, such
as __shfl_down_sync, and accumulated in the same
tmp register [48]. Upon completion, each thread with index
(0, y, z) has an output element in tmp, which is subsequently
written in C[y][z].

We measured the performance of the three versions using a
micro-benchmark application, consisting of a CUDA kernel
calculating the batch multiplication between thousands of
pairs of small matrices. The for-cycle solution emerged as
the best performer, with kogge-stone andwarp-level scoring
4.06× and 3.39× its running time, respectively. Despite the
higher computation complexity of for-cycle with respect to
the other two, this effect is mitigated by the small size of the
matrices. Probably, the instructions per element in the for-
cycle case have lower latency, despite their greater number.
As a consequence, we adopt for-cycle as the dot-product
implementation in our matrix multiplication routines.

VI. EVALUATION
In this section, we present the methodology employed to
evaluate our proposal, the hardware platforms used, and
the obtained results. All experiments are conducted by
comparing our proposal against a high-performance multi-
core CPU implementation [4].

A. EXPERIMENTAL SETUP
Testing AD systems can be a complex task. There are
numerous possible conditions and corner cases to consider,
in addition to the vast number of kilometers that must be
covered before authorizing a solution’s deployment. For this
reason, we employ the methodology outlined in [49] to
perform our analysis, taking advantage of a software tool
for synthetic tests. We realize different scenarios simulating

real-world conditions and varying the number of objects
present in the scene. In particular, we realize three different
scenarios:
Scenario 1 a common crowded case with 100 objects on

average in the scene;
Scenario 2 an inflated case with 300 objects on average in

the scene;
Scenario 3 a stress test for very crowded conditions with

500 objects on average in the scene.
The number of objects in the scene has been estimated
from data collected on a real tramway system. The large
number of targets is due to the fact that real objects in the
scene cannot be filtered as they represent potential targets,
including environment objects, cars, pedestrians, bicycles,
and mopeds. Therefore, our test data is synthetic, but based
on real scenario analysis. All our synthetic scenarios feature
200 frames. We make them publicly available together with
the source code in the samples folder.

To assess the value of our solution, we deploy the AD
system on two different NVIDIA embedded boards: Jetson
TX2 [43] and Jetson Xavier AGX [44], whose specs are given
in Table 2.

TABLE 2. Embedded boards specs.

These two boards offer various power modes that can be
employed to regulate their power consumption and, con-
sequently, their achievable performance [50]. Specifically,
Jetson TX2 features the following power modes:
Power Mode 0 All CPUs are enabled at a maximum fre-

quency of 2 GHz, while GPU and memory operate
at a maximum frequency of 1.3 GHz and 1.866 GHz,
respectively. There are no power budget constraints in
this mode.

Power Mode 1 Only the A57 CPUs are enabled, while the
two Denver cores are deactivated. The frequencies of the
A57 CPUs are reduced to 1.2 GHz, with the GPU and
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memory operating at maximum frequencies of 0.85GHz
and 1.331 GHz, respectively. The maximum power
budget in this mode is 7.5 W.

Power Mode 3 Similar to Power Mode 1, only the A57
CPUs are enabled, but they run at a maximum frequency
of 2 GHz. The GPU frequency increases to 1.122 GHz,
while memory operates at a frequency of 1.6 GHz. The
power budget is raised to 15 W.

There are also two additional power modes that offer
intermediate performance and power consumption settings.
For our studies, we choose to analyze the three power modes
mentioned above, where Power Mode 0 represents maximum
power, Power Mode 1 stands for minimum power, and Power
Mode 3 is an intermediate option. Regarding the Jetson
Xavier AGX board, the available power modes are as follows:

Power Mode 0 All 8 CPUs are enabled at a maximum
frequency of 2.265 GHz. GPU and memory operate at
a maximum frequency of 1.377 GHz and 2.133 GHz,
respectively. There are no power budget limitations.

Power Mode 1 Only 2 CPUs are enabled at a frequency of
1.2 GHz. GPU and memory frequencies are restricted to
0.52 GHz and 1.066 GHz, respectively. The maximum
power budget in this mode is 10 W.

Power Mode 2 4 of the 8 CPUs are enabled, each running at
a maximum frequency of 1.2 GHz. The GPU operates at
0.75 GHz, while memory reaches a maximum frequency
of 1.333 GHz. The power budget is increased to 15 W.

Also in this case, it is possible to select intermediate power
modes to balance performance and power consumption. For
our studies, we choose a high-power mode (Power Mode 0),
a low-power mode (Power Mode 1), and an intermediate one
(Power Mode 2).

In addition to performance, we measure accuracy and
average power consumption. We evaluate accuracy by
computing the Root Mean Square Error (RMSE) between
tracked objects and their ground truth data. As for power
consumption, we replace the boards’ AC/DC adapters with
a power generator that provides the same voltage as the
original adapter, and gives us the possibility to read the
instantaneous current intensity. By integrating this value over
the execution time and multiplying by the supply voltage,
we obtain the average power consumption of the entire board.
We validate our results by using a tool called jetson-stats [51],
which is a system monitoring tool providing real-time
performance information for NVIDIA Jetson boards (Orin,
Xavier, Nano, TX series). It can be used as a standalone
application with the jtop command to display information
about CPU, GPU, memory, and other system resource usage.
It also provides output from the Jetson power monitors and
temperature sensors. Specifically, the power consumption
analysis concerns all the SoC core power rails separately.

With the aid of this tool, we are able to prove the reliability
of our measurement approach, which proves to be in line
with the overall power consumption measured using the
jetson-stats tool in specific tests we performed. Subsequently,

we proceed with our methodology to ensure that all the
contributions to the board’s consumption during the entire
execution are considered, and to avoid burdening the board
with additional running processes that might interfere with
the measurements.

B. EXPERIMENTAL RESULTS
This section presents and evaluates the obtained results,
which are detailed in Table 3 and represented in Figure 5.
All the values presented here are calculated as an average
of 50 executions for each configuration employed, in all the
three scenarios detailed in Section VI-A (i.e., with 100, 300,
and 500 objects, respectively). The embedded boards are
identified by specific names, as they incorporate, within a
single unit, both a CUDA-capable GPU and one/two multi-
core CPUs. Table 2 summarizes the boards’ specs. It is worth
noting that the power modes of the two boards represent
different configurations even though they are labeled with the
same identification numbers, as explained in Section VI-A.

TABLE 3. Experimental results of the AD benchmark on two different
boards with three power modes, for both CPU and GPU. Performance is
measured in FPS and average power consumption in Watt.

Figure 5 reports the maximum FPS value reached on each
configuration along with the relative power consumption
(Watt). The FPS values reported in Table 3 are computed
by dividing the elapsed time of the whole scenarios by the
number of frames (200).

Considering a Multi-Object Tracker based on our
implementation, it would be able to consistently keep pace
with a fast Object Detector, whose operational frequency
is upper-bounded by the sensors from which it acquires
measurements (e.g., 200 frames per second with modern
cameras). The absolute minimum performance is reached on
Xavier AGX in Mode 1 with 500 objects, with a 677 FPS
performance. The GPU always scores better performance
than the CPU counterpart, except for the benchmark with
100 objects (Scenario 1) on Xavier AGX in Mode 0, where
the CPU outperforms the GPU by 39.80%. This result is
probably due to the low number of objects in that scenario,
which allows the CPU to have good performance albeit with
higher power consumption than the GPU case, which instead
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FIGURE 5. Performance expressed in FPS of the AD benchmark with three different datasets along with their average power consumption (Watt).
The tests are executed on two heterogeneous embedded boards with three different power modes, on both CPU and GPU.

is underutilized. In any case, the number of FPS achieved
by both CPU and GPU is more than adequate to meet the
frequencies of modern sensors. The CPU-GPU gap becomes
more and more evident in favor of the latter as the simulated
scenario becomes more crowded. Analyzing Mode 0 only,
which is the most performance-oriented mode on both cards,
GPU speedup over CPU reaches 1.97× and 1.75× on Xavier
AGX and 4.83× and 7.20× on Jetson TX2, with 300 and
500 objects, respectively.

The CPU, on the other hand, has poor performance in some
of the most crowded scenarios. On Jetson TX2, it scores at
most 143 FPS with 500 objects. With 300 objects, it achieves

283 FPS, but only in the most power-demanding mode. The
GPU, conversely, is able to deliver 762 FPS with 500 objects
in low-power mode. If the CPU is most suited for Scenario 2
with 5.952 W, the GPU can sustain Scenario 3 for 57.66% of
that power (3.432 W).

In general, the GPU has a slightly higher power expendi-
ture with respect to the CPU when the same Power Mode is
employed on the two platforms. However, in the majority of
cases, the GPU in low-power mode outperforms the CPU in
high-power mode. This phenomenon is observed consistently
across all benchmarks on the Jetson TX2 andwith 500 objects
on the Xavier AGX. The higher performance gap is achieved
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on Jetson TX2with 500 objects, where the GPU in low-power
mode reaches 5.33× the performance of CPU in high-power
mode with 61% of its power.

Comparing the performance of our proposal to other
state-of-the-art approaches is not straightforward, for two
main reasons: 1) they optimize their solutions for different
scenarios (not AD), so they probably rely on different
dynamic models; 2) the majority of studies show aggregated
performance for both OD and OT stages, which makes it
difficult to directly compare them to our setup that mainly
focuses on tracking. For instance, two recent proposals
that differentiate OD and OT phases, but are mostly aimed
at video-surveillance applications, with no object velocity
measurements: OCSORT [23] and Fast [24]. OCSORT
reaches 793 FPS on an Intel i9 9980XE CPU at 3.00GHz.
As for Fast, in [24] Liu et al. report in Figure 8 the elapsed
time of different phases constituting their MOT algorithm
on an NVIDIA GeForce GTX 1080Ti, a 300W desktop
class GPU. Considering the total elapsed time, their MOT
algorithm reaches 750 FPS with 1000 objects. Despite the
different application scenario, we made an experiment on a
similar condition with 1000 objects and following the same
methodology as expressed above, scoring around 1050 FPS
on the embedded Jetson Xavier AGX. We want to highlight
that these numbers confirm the broad value of our solution in
terms of scalability, but they should not be directly compared
due to the respectively different domains (possibly requiring
different optimizations, achievable peak performance, and
contour conditions). Finally, we cannot compare our solution
from the power consumption standpoint because this metric
is not disclosed.

Regarding the accuracy of the tracked objects, the RMSE
values computed on the different datasets with 100, 300,
and 500 objects are 1.18, 1.16, and 1.16 pixels, respectively.
Compared to the size of the objects on the scene, it means an
error of about 5 cm on average.We also measure the accuracy
of our MOT solution on several MOT20 public datasets [52]
containing videos taken in real-world crowded environments.
On average, the RMSE of our tracks with respect to the
ground truth of the objects is 20.41 pixels, which means less
than 30 cm of average error.

The different RMSEs achieved with MOT20 test cases and
our synthetic test cases inspired by real AD scenarios are
due to the differences in the datasets themselves: MOT20
dataset contains images taken from videos, with no further
information provided by sensors like RADAR or LiDAR.
Therefore, input data are composed by object positions and
sizes only, with no indication of their velocities. To take this
into account, we modified our dynamic model by removing
the speed from the state information of the KFs, thus
worsening it. In order to assess if this worsening could be the
cause of the accuracy loss, we calculated the average RMSE
of the worsened model on our synthetic data, obtaining
18.406 instead of 1.166. This confirms our hypothesis,
and also the considerations expressed above that different
domains require different optimizations and that, in our

case, the usage of speed data significantly increases tracking
robustness and precision. Probably, in order to improve our
accuracy in the MOT20 scenarios (and optimize our solution
for video-surveillance applications), we should complicate
our model, losing performance.

To further verify our results we also compute some HOTA
metrics [53] for the MOT20 dataset we used. In particular,
as Luiten et al. state in [53], the HOTA metric can
be decomposed into different sub-metrics depending on
the specific use-case of interest. For a driving assistance
system, the crucial aspects involve mainly object detection
and their correct location, rather than correctly associating
these detections over time. For this reason, we compute
the localization accuracy score (LocA) which calculates a
similarity score between the ground truth detections and
the predicted detections, similar to the MOTP metric [54].
The LocA score of our technique on the MOT20 dataset is
77.44 points on average, which is almost aligned with some
of the best results on the MOT20 board in [55], where one of
the best scores is achieved by xinCOLOR with 84.2 points.

These results demonstrate that the value of our imple-
mentation is threefold: high accuracy, high speed, and high
efficiency. Our solution is able to reach good accuracy in
AD scenarios, where object positions and velocities are both
available from the on-board sensors. It demonstrates a high
execution speed, which allows increasing the frame rate of
the system. It shows a low power consumption, which favours
its use on embedded systems. All these strengths show that it
can be a valuable solution to implement Object Tracking in
Autonomous Driving contexts.

VII. CONCLUSION
In this paper, we analyzed the problem of exploiting the
parallel computational capabilities of modern hardware
for Autonomous Driving systems. To bridge this gap,
we implemented a highly-parallel Multi-Object Tracker
tailored to work with NVIDIA embedded boards, addressing
a real-world urban transportation use-case. We designed it
in order to achieve the highest performance available on
modern hardware, enabling it to keep pace with the high rates
provided by the Object Detector stage, which in turn receives
measurements from a series of modern sensors.

We implemented our solution in order to leverage the
high-performance capabilities of modern GPUs provided by
NVIDIA heterogeneous embedded boards. We evaluated it
on Jetson TX2 and Xavier AGX against a highly optimized
multi-core based solution, in the case of three benchmark
scenes featuring 100, 300, and 500 objects, respectively.
We conducted our experiments with three power-modes per
card and analyzed the achieved performance and power
consumption.

Experimental results highlighted that our highly parallel,
high-performance GPU-based implementation can keep pace
with a fast Object Detector, receiving measures from modern
sensors, even at low-power modes. The GPU is always faster
than the CPU except in one scenario, reaching up to 7.20×
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CPU’s performance. GPU in low-power mode outperforms
CPU in high-power mode in 4 benchmarks out of 6, with
the maximum GPU-CPU speedup of 5.33×, consuming only
61% of CPU’s power.

In the future, we plan to extend our analysis to include
other components of the ODAS architecture that can benefit
from a parallel GPU implementation. Furthermore, we also
want to consider the scalability of the proposed technique and
investigate how well it can perform when additional sensors
or more complex scenarios are introduced.

APPENDIX
GLOSSARY
AD [Autonomous Driving]: discipline that studies technolo-

gies and algorithms aimed at allowing vehicles to drive
themselves without human intervention.

CUDA [Compute Unified Device Architecture]: parallel
programming framework that allows developers to write
data-parallel code for NVIDIA GPUs.

DA [Data Association]: procedure that associates measure-
ments received from sensors to system tracks.

GNN [Global Nearest Neighbor]: data association algorithm
that finds the set of associations by minimizing a cost
function, which is usually a Euclidean or Mahalanobis
distance.

ITE [Impact Threat Evaluator]: system module that eval-
uates the probability of collision of an autonomous
vehicle and propagates this information to the driving
logic.

KF [Kalman Filter]: Bayesian algorithm that estimates the
unknown state of a dynamic system from a series of
noisy measurements over time.

MOT [Multiple Object Tracking]: Object Tracking of multi-
ple objects.

OD [Object Detection]: identification and location of objects
through the analysis of data detected by sensors.

ODAS [Obstacle Detection and Avoidance System]: system
module in charge of detecting objects and tracking them
to avoid collisions in a context of Autonomous Driving.

OT [Object Tracking]: set of algorithms and techniques
aimed at monitoring the movements of an object and
predicting its trajectory over time.

SIMT [Single Instruction Multiple-Thread]: parallel execu-
tion model in which a single instruction is executed
across multiple threads of execution.

SM [Streaming Multiprocessor]: in the context of NVIDIA
GPUs, a processor with several CUDA cores, warp
schedulers, etc. which manages the execution of mul-
tiple threads in parallel in a SIMT fashion.

warp In CUDA C++, a group of 32 threads that execute the
same instruction in lock-step.
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