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Abstract

The QCD axion has emerged in the last decade as a prominent candidate to the
composition of the cold dark matter. The existence of an axion-photon coupling
proportional to the magnetic field intensity has stimulated several experimental ef-
forts towards its revelation, most based on the haloscope design introduced by P.
Sikivie. The core component of this latter detector is a microwave cavity coupled
to a receiver chain, allowing to exploit the coherence of the axion field to reson-
antly enhance and then amplify the converted signal. However, due to the scaling
with frequency of parameters such as cavity volume and quality factor, this ap-
proach has diminishing returns moving towards high frequencies.

In this dissertation, I detail the development process of a novel normo-conductive,
dielectrically-loaded cavity resonating at 10.4 GHz. Exploiting the TM030 reson-
ant mode, it is capable of reaching quality factors of ∼ 107 under a 8 T magnetic
field, overcoming the axion quality factor for the first time in an axion search.
I also present the setup, calibration, analysis procedure and the results obtained
from the QUAX 2021 axion search run. A 90% C.L. upper limit on the axion-
photon coupling gaγγ was set in the interval [10.35327;10.35354] GHz, with peak
sensitivity of gaγγ > 5.6× 10−14 GeV−1. Due to the very high receiver noise
temperature of this setup, an improvement in sensitivity of a factor of 10 over
the current result is expected in the near future thanks to the implementation of
several improvements.
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Chapter 1

Structure of this dissertation

The aim of this dissertation is describing the 2021 QUAX axion Dark Matter
experimental run, with particular attention to the development of a novel type of
high quality factor microwave cavity for axion searches.

Chapter 2 acts as starting point of this thesis by introducing the topic of Dark
Matter. The overwhelming observational evidence in favour of the existence of
Cold Dark Matter is laid out in Section 2.1, while the most prominents candidates
to its composition are briefly outlined in Sec. 2.2.

In Chapter 3, we see how the solution of one of most puzzling open problems
of the Standard Model of physics gives rise to a particle with ideal characteristics
to constitute Dark Matter. Over the course of Sec. 3.1 we introduce the concept
of anomalous symmetry, showing that such a symmetry is present in the QCD
Lagrangian and how that would lead to CP violation in QCD. In Sec. 3.2 we
note how one of the observational consequences of this would be the presence
of a measurable neutron electric dipole moment, which is not observed. This
inconsistency, known as the strong CP problem, can be solved in the Peccei-Quinn
approach by introducing a new scalar field with a spontaneously broken symmetry.
In Sec. 3.3 we give a brief overview of this solution, showing how it leads to
the production of cosmological axions and how such particles have properties
that make them ideal candidates to the composition of Cold Dark Matter. We
also enunciate some theoretical bounds on the axion mass. Finally, in Sec. 3.4
we review the current experimental bounds on dark matter QCD axions in the
cosmologically relevant axion mass interval.

In Chapter 4, we introduce the most successful detector to date in the field
of axion searches, Sikivie’s axion haloscope. After giving a schematic overview
of the fundamental components of such a detector, in Sec. 4.1 we show how the
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properties of the axion field allow the conversion of a part of the axion Cold Dark
Matter into photons in the presence of a very high magnetic field. The power
deposited in an axion haloscope as a consequence of this axion-photon coupling
is then calculated in Sec. 4.2. The dependence of the converted power on the
controllable experimental parameters is also discussed. Finally, in Sec. 4.3 we
calculate the noise level in the apparatus, allowing us to find an expression for the
expected scan rate of such a detector. The Chapter is closed by an estimation of
the axion converted power and of the noise levels in the QUAX axion haloscope.

In Chapter 5, we detail the main result presented in this thesis, the devel-
opment of a novel type of normo-conductive dielectrically-loaded resonator for
axion searches that allows to obtain unprecedentedly high quality factors under
multi-tesla fields. Firstly, in Sec. 5.1 we summarize the guiding principles be-
hind axion microwave cavity design and give a brief panoramic of the cavities
employed in axion searches. The first iteration of the cavity design object of this
thesis is then introduced in Sec. 5.2, together with the experimental results ob-
tained from its testing. Sec. 5.3 details the optimization strategy employed in
the development of the design, with particular attention given to finite element
simulation methodology. The optimization process itself is the subject of Sec.
5.4, with results from both experimental tests and the concomitant simulations
being reported. Finally, Sec. 5.5 presents the results obtained from the final it-
eration of the design, detailing cavity performance under cryogenic cooling and
with/without applied magnetic field. A preliminary frequency tuning mechanism
is also demonstrated.

The apparatus and procedures employed for the 2021 QUAX axion search run
are the subject of Chapter 6. In Section 6.1 we give a detailed characterization of
the employed experimental setup, which uses the cavity presented in the previous
Chapter. The employed calibration procedure, based on a series of Y-factor meas-
urements, is then object of Section 6.2. The Chapter is closed in Section 6.3 by a
summary of the employed data-taking procedure.

Chapter 7 details the data analysis and the results obtained from the QUAX
2021 axion search run. The procedure used to obtain the filtered mean spectra
is described in Sec. 7.1. Standard deviation of the residuals for every subrun is
also presented. In Sec. 7.2, this latter data is used to estimate the sensitivity of
our detector and to establish a 90% upper limit on the axion-photon coupling gaγγ

for the QCD axion. Lastly, in Sec. 7.3 we describe the procedure employed for
calibration of the efficiency of the filtering step. The same procedure is then used
to obtain an estimation of the bias induced by the filtering step and to correct the
obtained limit on gaγγ consequently.
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Finally, Chapter 8 concludes the dissertation with a reviewed of the presented
information and a discussion of the expected improvements to the current setup.
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Chapter 2

Motivation for axion searches

In this Chapter, I aim to give a brief overview of the reasons behind the interest
for axion searches. Section 2.1 will detail the evidence in favour of dark matter
in the context of the standard model of cosmology and present the most likely
candidates to its composition. In Section 3 we will see how the axion, a particle
that arose as solution to a completely unrelated Standard Model problem, turns
out to have ideal characteristics for a CDM candidate. Section 3.3 will detail the
astrophysical and cosmological limitations on the CP-axion mass. Finally, Section
3.4 will present the current experimental limits on the axion photon-coupling in
the cosmologically relevant mass range, together with a brief panoramic of the
main experiments (past and current).

2.1 Evidence in favour of Cold Dark Matter (CDM)
According to the current standard model of cosmology,the so-called Λ-CDM model,
the majority of the mass of the matter in the Universe is composed by Cold Dark
Matter (CDM), a non-relativistic (“cold”) pressure-less fluid component from
the rest of the Universe much before recombination. This paradigm gradually
emerged during the last century as a result of the accumulation of several uncor-
related experimental results, which we will try to resume briefly in the following.

The first piece of experimental evidence in favour of the presence of Cold Dark
Matter came from the observation of the so-called rotation curves of the galaxies.
By monitoring the rotation velocity of the stars in galaxies, it was discovered that
the velocities of stars orbiting around the galactic centers are approximately flat
with respect to radial distance from the galactic center [1][2], instead of decreasing
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with the radius as was expected from the observable matter distribution obtained
from luminosity measurements (see Fig. 2.1).

Figure 2.1: Rotation curve of galaxy NGC 6503, from [3]; the dashed curve repres-
ents the galaxy rotation curve that would be expected due to the matter composing the
luminous disk, while the dotted curve details the contribution of non-luminous gases. Fi-
nally, the dashed-dotted line gives the contribution from the CDM halo resulting from the
comparison of the data to the other two experimental curves

Similar rotation curves have been obtained for all galaxies studied up to now,
and as a consequence either Newtonian/general relativity gravitation are not a
correct description of gravitation at large scales and need to be modified (from this
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Figure 2.2: The Abell 370 galaxy cluster in a striking Hubble image showing several
heavily distorted galaxies in the background. Almost 100 galaxies have duplicates in the
image as a consequence of the cluster’s lensing effect. Credit: NASA, ESA, and J. Lotz
and the HFF Team (STScI)

hypothesis stem the various MOdified Newtonian Dynamics [MOND] theories),
or galaxies are much more massive than what their baryonic matter content would
suggest.

The second evidence of dark matter presence is a direct consequence of Ein-
stein’s theory of general relativity. Large masses are able to significantly bend the
transmission path of light through the interstellar vacuum towards the mass that
is deforming spacetime, with the result that from our point of view galaxies (and
especially large clusters of) act as lenses with respect to the light sources that are
behind them (see Fig. 2.2).

By monitoring the distortion of the background images we are able to measure
the total amount of mass between the center of mass of the cluster and the path
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of the light has followed. As a consequence, while rotation curves could only
monitor dark matter presence until there are stars or gases (i.e., up to few tens of
kiloparsecs [kps] from the center of a given galaxy), the evidence obtained from
gravitational lensing allows to confirm the presence of an uniform dark matter
halo up to radii of ≈200 kps. Additionally, applying the same technique to im-
ages of galaxy clusters allowed to confirm the presence of dark matter filaments
connecting the galaxies at Mpc scales.

Both those features of dark matter have great accordance with the results ob-
tained from Newtonian gravity N-body simulations, which detail the time evolu-
tion and structure formations in a non-relativistic, gravitationally-interacting pres-
sureless isothermal gas [4]. N-body simulations have been able to replicate struc-
ture formations up to the largest scales, a major success of the current cosmo-
logical Λ-CDM paradigm. Hydrodynamic cosmological simulations, which also
include baryonic matter, have been able to replicate the formation of observed
baryonic matter distributions in the galaxies if the relative energy density of the
baryonic and non-interacting components preserve the ratio between the observed
ones (the resolution of this class of simulations is limited to scales of ≈1 kpc and
as a consequence they can not study stellar formation, but only mean density of
baryonic matter).

Another very significant evidence of dark matter comes from the study of
the baryon acoustic oscillations in the Cosmic Microwave Background (CMB).
The CMB arises as a consequence of the recombination of baryonic matter once
the primordial universe had expanded enough that its temperature was cooled be-
low ∼0.3 eV1. Before then, photons were strongly coupled to ionized matter via
Thomson scattering with electrons, and a consequence both the radiation and ba-
ryonic matter components composed a plasma in thermal equilibrium. After the
disappearance of ionized matter (which happened at a redshift of z=1098, i.e.
about 378000 years after the Big Bang) the cross section for photon-atom interac-
tion became so small that the mean free path of the photons became larger than the
size of the Universe. As a consequence the interstellar space was now transparent
and the photons have been travelling to space ever since, providing us with a snap-
shot of the Universe baryonic matter distribution at the time of photon decoupling.
As a consequence of the universe expansion, their wavelength have been stretched
by z+1 times and lie now in the microwaves.

1More precisely, the threshold of 0.3 eV, corresponding to a temperature of about 3000 K, is
defined as the approximate temperature at which the ionized fraction of hydrogen atoms is 0.1,
according to the Saha equation.
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Figure 2.3: Temperature anisotropies of the CMB plotted against spatial frequency, as
measured by the Planck satellite. The blue line is the best fit to a Λ-CDM cosmology,
with the lower panel showing the fit residuals. Figure from [7].

The baryon acoustic oscillations were formed as a consequence of the dens-
ity fluctuations in the primordial plasma [5]: if we imagine to set up a point-like
density perturbation in said plasma, it will propagate through it as an acoustic
wave at the "sound" speed of the medium (which was very high, since as we said
the photons were the dominant carrier). When the photons decoupled, these sound
waves left spherical shells around the original perturbations exhibiting a different
matter density, at a radius corresponding to the distance the waves travelled before
the recombination (i.e, circles imprinted in the CMB). As a consequence, by mon-
itoring the two-point correlation function of the CMB in function of the radius, we
are able to monitor with great precision several cosmological parameters as they
were at recombination [6].

The most accurate measurements of these cosmological parameters have come
from the Planck experiment[7], which in particular established that the mean en-
ergy density of the universe is close to the critical one ρc=3H2

0/(4πG) ≈ 8.53 ·
10−27 kg m−3 (where H0 = 67.4±0.5 km s−1 Mpc−1 is the Hubble constant and
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G = 6.674 · 10−11 m3 kg−1 s−2 is the universal gravitational constant), with the
relative fractions of its components being Dark Matter ΩDM = 0.2589± 0.0057,
baryonic matter Ωb = 0.0486±0.0010, and Dark Energy ΩΛ = 0.6911±0.0062
constituting the remaining part. This means that dark matter would be approx-
imately 5 times more abundant than baryonic matter, and would have an average
density in the whole Universe of

ρDM,global ∼ 2.21 ·10−27 kg
m3 ∼ 0.124

GeV
c2cm3 . (2.1)

Since most of the space between the galaxy clusters is empty, the local DM energy
density in the galaxies is however much higher than this value. The estimated
local value varies slightly depending on the category of analysis used to determine
it, with local studies based on the analysis of the motion of stars (in particular,
using the data collected by the Gaia satellite) giving a value of ρDM ∼ [0.4;0.6]
GeV/c2cm3 while global analyses typically give slightly lower values (ρDM ∼
[0.3;0.5] GeV/c2cm3) [8]. For this reason, axion searches traditionally assume a
nominal value in the middle of this range,

ρDM ∼ 2.21 ·10−27 kg
m3 ∼ 0.45

GeV
c2cm3 . (2.2)

Other evidences for dark matter come from x-ray emitting hot gases in clusters
that would evaporate if not confined by an otherwise-unexplained, deep potential
well [9], from measurements of x-ray emissions and lensing performed on mer-
ging structures such as the famous "Bullet Cluster", and from primordial nucle-
osynthesis. In particular, assuming the time evolution of the universe as in the
standard model of cosmology, this latter mechanism synthesizes the observed rel-
ative fractions of isotopes in interstellar gases if and only if the fraction of baryon
energy density in the total energy density closely matches the observed value of
∼ 4% [10] [4], placing a hard limit on the abundance of "standard" matter.

Of course, as we noted, all we have said up to now rests on the assumption that
Newtonian gravitation is the correct gravitation theory at large scales. However,
while MOND-like theories have been able to reproduce the observed features of
galaxy rotation curves and clusters of limited scales, they usually demonstrate
issues doing the same at larger scales2. Additionally the convergence between the
evidences obtained from so many different methods is difficult to reproduce.

2Which is quite ironical for theories stemming from a correction of Newtonian gravity at large
scales.
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2.2 Brief overview of particellar CDM candidates
Now that we have established that it is very likely that about 84% of the matter
in the Universe is Dark Matter, we will give a very brief overview of the main
particellar candidates for its composition. We are looking for particles which
interact extremely weakly with regular matter, are stable over times as long as the
age of the Universe, and are non-relativistic.

Light particles (m<∼ 3 keV) that were not decoupled from the thermal bath at
a very early time, such as neutrinos, are excluded since they would constitute Hot
Dark Matter (HDM), i.e. they would be relativistic. For this reason they would
not be confined by the gravitational wells of the energy density fluctuations dur-
ing large structure formation and would consequently have a "smoothing" action,
slowing the formation of large scale structures [11]. N-body simulations indeed
show that this is not consistent with the structure of Universe observed today.

For a long time the leading candidates to the composition of CDM have been
the Weakly Interacting Massive Particles (WIMPs). This class of stable particles
would carry no electrical and colour charge, and could then interact with baryonic
matter through gravitation and forces at or weaker than the electroweak interac-
tion scale, as predicted in some extension of SM. As the acronym suggests they
would be extremely massive compared to the SM elementary particles making up
baryonic matter, with the most simple models predicting a mass of the order of
∼ 100 GeV - 1 TeV [12].

The interest for this class of particles benefited in the last few decades from
an extremely unusual set of coincidences, known as the "WIMP miracle": the
aforementioned mass range is strangely close to the Electroweak Spontaneous
Symmetry Breaking Scale v ∼ 246 GeV; additionally, supersymmetry theories of
the Standard Model predict supersymmetric partner particles interacting through
the electroweak force with mass in the WIMP mass range (such as the neutralino),
and the self-annihilation cross section of these particles would give rise to a relic
density of the same order of the one observed for CDM if we assume a weak
interaction strength[9].

WIMP detection is being pursued through a great variety of approaches, tar-
geting both indirect and direct detection: the experiments ranged from large-
volume cryogenic searches of WIMP-nuclei scattering to high energy gamma ray
searches (as they are a possible product of their annihilation), see e.g. LUX[13],
XENON1T [14], SuperCDMS [15], CRESST-II [16], CoGeNT [17], DAMA/LIBRA
[18] and VERITAS [19]. Though usually limited by background estimation, these
experiments eventually achieved levels of statistic significance determining the
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exclusion of the majority of the parameter space predicted by the simplest WIMP
models. The hardest blow for the WIMP hypothesis however came when the LHC
runs at E = 13 TeV found no signature of non-SM particles.

As a consequence the focus in this field has shifted to lighter candidates, their
masses typically lower than few eV; most prominent are the elusive sterile neut-
rino and a class of particles called ALPs (Axion-Like Particles). ALPs are a group
of particles sharing similar characteristics that are named after the most famous
particle among them, i.e. the QCD axion; all ALPs share with QCD axions sim-
ilar interaction properties with baryonic matter. Unlike most of the current CDM
candidates, QCD axions weren’t originally proposed to explain the presence of
the CDM galactic halo; instead, axions were introduced by R. D. Peccei and H.
R. Quinn [20] to solve an uncorrelated theoretical issue, i.e. the so-called strong
CP problem of the Standard Model of physics.

Finally, other notable candidates include gravitinos and particles from an even-
tual "dark" sector of the Standard Model such as dark photons (which is another
ALP).
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Chapter 3

The strong CP problem and the
introduction of the axion. Axion
characteristics

As we said in the previous Section, the introduction of the axion was motivated by
the need to solve a deep shortcoming of the Standard Model: the strong CP prob-
lem, which arises as a consequence of the chiral anomaly of the residual U(1)A
symmetry of QCD. In this Section, I will firstly introduce the concept of anomal-
ous symmetry, proceeding to showing that a term with this symmetry is actually
present in the QCD Lagrangian, and that as a consequence of this term we expect
to see both CP violation in QCD and a nontrivial vacuum state. We introduce the
strong CP problem by noting how this would have observational consequences,
such as the existence of a significant neutron electron dipole moment which is
not observed. Finally, we give a brief overview of the Peccei-Quinn approach
to solving this problem, introducing the axion, enunciating some of its general
properties, and giving theoretical, astrophysical and cosmological bounds on dark
matter QCD axions.
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3.1 The global chiral anomaly U(1)A of QCD and
instantons

A symmetry is said to be anomalous if it is an exact symmetry of the classical
Lagrangian density but it is violated by the corresponding QFT1 Lagrangian for
every choice of the regolarization procedure. The global chiral anomaly U(1)A
2 of QCD, also known as Adler-Bell-Jackiw anomaly, falls into this category.
This mechanism came into light in the ’60 when the theoreticians attempted to
classify the zoo of hadronic particles discovered in the accelerators through the
approximate global symmetries of QCD. Considering the first flavour doublet
(u, d), in the high-energy limit3 QCD is invariant under the global symmetry
SU(2)V ×SU(2)A ×U(1)V ×U(1)A

4 where:

• U(1)V is the rotation of the phases of the up and down quarks and is an
exact symmetry even in the massive case. Consequentially, the symmetry is
unbroken and does not result in any produced boson; instead, the existence
of doublets of baryons and anti-baryons with the same mass and opposite
charge is predicted (as effectively observed).

• the SU(2)V symmetry corresponds to the unitary "rotation" of up an down
quarks into one another. Due to the difference in mass this is an approxim-
ate symmetry, but the violation is so small that couples of hadrons nearly
degenerate in mass and same strong force interactions are actually present.

• the SU(2)A symmetry is similar to the SU(2)V but the left-handed and right-
handed components of the quark doublet rotate in opposite directions. This
would lead to doublets of particles almost degenerate in mass with those
predicted by SU(2)V and with opposite parity, a feature not encountered in
experimental data. The reason is that unlike the previous ones this sym-
metry is spontaneously broken at low energies thanks to the non-zero va-
cuum expectation values (VEV) ⟨uu⟩ ̸= 0 and ⟨dd⟩ ≠ 0 (the reason can be
immediately understood noticing that the form of those products is similar
to a mass term). It was already known at the time that in such a situation as
many bosons as the number of the generators of the broken symmetry group

1Quantum Field Theory.
2Where the pedix A outlines the axial character of the symmetry.
3Equivalent to neglecting the mass of the two quarks.
4Where the pedix V stands for vector.
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are produced as a consequence of the Nambu-Goldstone theorem. Those
particles are known as Goldstone bosons and inherit the same properties of
the group generators. If the broken symmetry is an exact they are massless;
if instead the symmetry is only an approximate one, the bosons acquire mass
depending on the size of the violation5 and are known as pseudo-Goldstone
bosons. As a consequence, a triplet of nearly degenerate baryons of specific
properties and low mass are expected to be observed, and indeed the three
pions demonstrate the right attributes.

• Finally, the U(1)A symmetry is described by

U(αk) :
{︃

qL,k → eiαk qL,k
qR,k → e−iαk qR,k

, (3.1)

with q the flavour eigenfunctions, the k pedix indexing the quark flavour
and the L,R pedixes indexing the left- and right-handed components re-
spectively. This axial symmetry is spontaneously broken with the same
mechanism as SU(2)A and can be treated in the same way. As we will see,
this interpretation presents some issues once the strange quark is fitted in
the picture.

The considered symmetry group can be extended to 3-flavour massless QCD,
including the strange quark s. The global symmetry of QCD is then promoted to
the more general SU(3)V × SU(3)A ×U(1)V ×U(1)A (with the previously ana-
lyzed case being a subgroup). The analogy with the previous casuistry holds:
the predicted additional triplets and doublets of hadrons resulting from the vector
SU(3) symmetry are indeed seen, as well as an octet of pseudoscalar mesons stem-
ming from the spontaneously broken SU(3)A symmetry. However, only two of the
three pseudoscalar mesons6 with 0 value for the quark flavour quantum number
are actually consistent with this explanation. Indeed, the π0, η and η ′ mesons
all have the right quantum numbers, and the η ′ is a singlet under all approximate
symmetries of 3-flavour QCD, as expected for a Goldstone boson resulting from
the spontaneous breaking of the U(1)A symmetry, but its mass is too high. In
fact, its mass should satisfy the inequality mη ′ <

√
3mπ ≈ 240 MeV (as shown

by Steven Weinberg), while experimentally we have mη ′ = 958 MeV. This incon-
sistency suggested that the symmetry had to be explicitly broken also by another

5The most obvious example of this mechanism is the mass of the vector bosons of the elec-
troweak interaction.

6One for each flavour.
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contribution, dominant on the one due to the massive quarks, which was identified
as originating from the chiral anomaly.

Let us suppose a quantum field theory including at least one fermion which
transforms under a symmetry U(1)A; additionally the fermion is coupled with a
gauge field Aµ

a . Then the conserved currents associated via Noether’s theorem to
the gauge symmetry group are modified for the quantized Lagrangian by a term
called anomaly:

∂µJµ
a =

g2

32π2 Fµν
a F̃µν a , (3.2)

where the a pedix labels the generators of the gauge group, Fµν
a = ∂ µAν

a −
∂ νAµ

a +g fabcAµ

b Aν
c and F̃µν a =

1
2εµνγδ Fγδ

a are the strength tensor of the a com-
ponent of the gauge field and its dual; finally g is the coupling between the gauge
field and the fermion (the fabc are the structure constants of the gauge group). As
a consequence, a term has to be added to the quantized Lagrangian density in the
form

δL =
g2

16π2 θ Fµν
a F̃µν a . (3.3)

This class of terms is usually called theta terms; due to the presence of the
antisymmetric Levi-Civita symbol εµνγδ in the definition of F̃µν a they explicitly
violate the parity and temporal symmetries P and T. Since T is broken, the CPT
theorem assures us that the theta terms also violate CP. Additionally, theta terms
are renormalizable and consistent with the observed physical phenomena. Non-
etheless, they usually aren’t introduced in the SM Lagrangian from the start since
they are equivalent to total derivatives7. In a general QFT the only observable
effects come from the action S =

∫︁
d4xL . From the divergence theorem we

obtain that the contributions to S from the theta term are surface integrals at the
borders of the Minkowski space. Since any "reasonable" field ought to vanish at
infinite distance, the aforementioned terms are usually negligible. However this
result does not hold for non-abelian gauge theories: in this instance the theta term
becomes

1
2

εµνγδ Fµν
a Fγδ

a = ∂
µKµ = ∂

µ

[︂
εµνγδ

(︂
Aν

a Fγδ
a − g

3
fabcAν

a Aγ

bAδ
c

)︂]︂
. (3.4)

7The demonstration can be found both for abelian and non-abelian gauge groups.
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The term is still a total derivative, but there are non-trivial configurations of
the gauge field Aµ

a that give non-zero boundary contribution. More precisely,
considering the vacuum state of the gauge field8, Belavin et al. demonstrated
that for a SU(2) gauge theory in 4-D Euclidean spacetime9 there exist a vacuum
configuration for which

g2

32π2

∫︂
d4x∂

µKµ = ν . (3.5)

for every value of the real parameter ν .
In particular, the configuration with ν = 1 is called pseudoparticle state or

instanton (since the configuration occupies a finite quadridimensional volume).
T’Hooft showed that the lefthand-side term of eq. (3.5) is exactly equal to the
volume integral of Jµ

a , demonstrating that the current is not conserved. More
importantly, he showed that the chiral anomaly with QCD contributes to the η ′

mass, solving the U(1)A problem. Further topological analysis identified ν with
the winding number of the vacuum configuration; this parameter uniquely labels
an isomorphism between the set of the matrices of the gauge field SU(2) and
the surface S3 of the boundary of the 3-D integration volume. Callan, Dashen,
Gross, Jackiw and Rebbi were able to give a physical interpretation to this cor-
respondence: in non-abelian gauge theories containing SU(2) subgroups (such as
QCD), the chiral anomaly gives rise to a discrete and numerable set of vacuum
states n. These states are degenerate in energy and are labeled by the integer
winding number n. Additionally, the states are related to each other and to the
trivial vacuum state 0 by nonlocal gauge transformations. As a consequence,
states labeled by different winding numbers cannot be continuously connected
by a gauge transformation without passing through states that aren’t vacuum con-
figurations, giving rise to an infinite set of vacuum states separated by potential
barriers. The configurations previously found labeled by ν ∈ N allow the trans-
ition from one vacuum state to another via tunnel effect; in particular instantons
acquire the properties of ladder operators on the set of vacuum states. From path
integral calculations one obtains that the tunneling contribution due to instantons
dominates the ones of higher ν configurations. Moreover, the transitions are sup-
pressed at energies higher than the QCD confinement scale ΛQCD ≈ 200 MeV,
while for T ≤ ΛQCD the instantons give relevant contributions. Consequentially,
at these scales the true vacuum field isn’t the trivial one 0 but a superposition of

8Solution of the Euler-Lagrange equations of the free Lagrangian L = 1
4 Fµν

a Fµν a.
9The result can be extended to Minkowski space.
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the n states, that can be expressed as θQCD with −π < θQCD ≤ π . Additionally it
can be proved that the existence of a nonzero θQCD gives a contribution to the SM
Lagrangian in the form

δL =
g2

32π2 θQCD Fµν
a F̃µν a , (3.6)

that is exactly the theta term we had already derived from the chiral anomaly.

3.2 The invisible QCD axion as solution to the strong
CP problem

Given the allowed range of values for θQCD, the naturalness hypothesis would
lead us to expect θQCD ∼ 1. Since theta terms violate CP, we could expect this as-
sumption to have observable consequences in systems involving the strong nuclear
interaction. Indeed, the added term results in the presence of a non-zero neutron
electric dipole moment (nEDM). From Wigner-Eckart’s theorem we know that the
only relevant direction for a vector operator is given by the spin of the particle.
The neutron is a spin 1

2 particle of non-zero magnetic dipole moment (nMDM);
then the nEDM must be either parallel or antiparallel to the nMDM.

Either way the particle violates CP, as shown in Fig. 3.1 for parallel dipole mo-
ments (the demonstration for antiparallel dipole moments is the trivial analogue).

Up to now we have considered the contribution to the nEDM coming from
the QCD sector; there is however another contribution of the same form due
to the Electroweak CP violation. This second addendum depends on θEW =
arg(det[YdYu]), where Yd and Yu are the Higgs-Yukawa coupling matrices. Since
there is already a known CP-violating parameter in the EW-sector of order one
(δCKM ∼ 1.20 ± 0.08), θEW is expected to be of order one as well. The parameter
on which the violation depends is therefore the sum of the two independent con-
tributions10, θ = θQCD +θEW . The order of magnitude of the predicted nEDM is
then

dN ∼ θ
e

m2
N

mumd

mu +md
∼ θ ·10−16 e · cm , (3.7)

where e is the electron charge, mN the mass of the neutron, mu the mass of
the up quark and md the mass of the down quark. However, several experiments

10They come from two uncorrelated sectors of the SM lagrangian.
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Figure 3.1: Demonstration of the violation of P and T symmetries for a neutron with
parallel EDM d and MDM µ. CP violation naturally descends from T violation thanks to
CPT theorem.

performed since the 70s did not evidence any trace of a nEDM; the current best
limit is dN < 3 · 10−26 e·cm. This means that θEW and θQCD must be equal in
modulus to better than one part in ∼ 1010; furthermore no currently known mech-
anism requires this condition. Since the parameters are unusually fine-tuned, this
theoretical issue is known as the strong CP problem.

A first possible solution for this puzzle can be immediately found examining
eq. (3.7): if the mass of one of the quarks is exactly zero, it can be shown that
a nonzero value of θ would have no observable effects. More precisely, it can
be demonstrated that the effects would vanish not only at tree level, but also at
any other order of perturbation. This solution is usually called the "massless up
quark" solution, since in SM the lightest quark is the up quark. However, lattice
QCD calculations at renormalization scale (2 GeV) estimate its mass as mu =
2.15±0.15 MeV [21], so this simple solution seems to be excluded.

A second and more controversial way of solving the issue is be the so-called
"anthropic principle": any parameter value that forbids the presence of intelligent
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observers has zero probability of ever being observed; thus some parameters have
to be fine-tuned since we, intelligent observers, exist to observe them. However
to current knowledge θ ∼ O(1) would have no such catastrophic consequences on
the evolution of the universe, so this explanation does not work either.

A third approach is postulating that CP is actually an exact symmetry of a
Great Unification Theory; in its Lagrangian then θEW = θQCD = 0 by construction.
The symmetry is then spontaneously broken at some energy scale, resulting in
the SM. This solution however has to devise a Spontaneous Symmetry Breaking
(SSB) mechanism able to preserve θEW ∼ 0, while contemporarily giving rise
to a CP-violating term in the electroweak sector exactly reproducing the effects
of δCKM. For this reason most of the most simple proposed models have been
excluded every time the experimental uncertainty on this value got smaller. The
surviving ones, like the Nelson-Barr mechanism, typically require fine tuning of
many parameters to reproduce the observed phenomena11.

Finally, the Peccei-Quinn solution [20] postulates the existence of another
U(1) axial symmetry U(1)PQ. This symmetry would be explicitly broken by the
chiral anomaly with QCD and would be spontaneously broken at an energy scale
fa, generating the axion field. The mechanism behind this solution can be easily
understood through a simple toy model, in which the symmetry is implemen-
ted coupling a quark q to a complex scalar field σ via a Yukawa term Lσqq =
σqLqR + h.c.. Under an U(1)PQ transformation of parameter α(x) the chiral
quark components behave as in eq. (3.1); then if σ transforms as σ → e2iα(x)σ

the Yukawa term is invariant. Additionally, the σ field is subjected to a "wine-
bottle" potential of the form V (σ) = µ2

2 |σ |2+ λ

4 |σ |4 12. After the SSB the poten-
tial is minimized at |σ |= fa =

µ√
λ

; expanding around one of the local minimums

one finds σ(x) = [ fa +η(x)]ei a(x)
fa , where both η(x) and a(x) are real scalar fields

(more precisely, 0 < a(x) ≤ 2π is the up-to-now massless axion field and η(x)
is a massive field with null vacuum expectation value). The chiral anomaly for
U(1)PQ however adds to the lagrangian a term of the form

δLPQ =
g2

32π2 fa
aFµν

a F̃µν a , (3.8)

exactly of the same form as the one that generated by the non-null Vacuum
Expectation Value (VEV).

11A peculiar characteristic for models introduced to solve a single fine-tuning problem.
12Where µ2(T )< 0 for T lower than the critical temperature Tc ≈ fa at which the spontaneous

symmetry breaking happens.
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As a consequence, the values of a(x) are now no longer equivalent: the chiral
anomaly tilts the wine-bottle potential and as a result the axion field a(x) will
roll from its initial position to the value minimizing it (we have assumed that the
initial value of a(x) is chosen during an SSB happening in the early stages of
the evolution of the universe, and that the explicit symmetry breaking becomes
effective much later). Since the (3.6) 13 and (3.8) terms have the same form,
the axion potential has to be minimized when θ + a(x)

fa
= 0 in order to provide a

solution to the strong CP problem. Indeed, Vafa and Witten proved that the energy
of the vacuum QCD states is minimized at θQCD = 0 [22]; the axion then provides
a dynamical mechanism through which the initial θ value is relaxed, canceling all
its dynamical effects and funnelling its energy into axion production. To sum it up,
the axion field of the Peccei-Quinn mechanism effectively behaves as a dampened
harmonic oscillator coupled to the QCD vacuum14 with minimum at a(x) = faθ .

3.3 Axion properties, cosmological and astrophys-
ical bounds

As a result of the presence of the axion potential Va, the axion acquires a mass
m2

a = ∂ 2Va
∂a2

⃓⃓
a= faθ

(as evident in the harmonic oscillator equivalence). A more
quantitative expression for this value can be obtained from the analogy between
the pseudoscalar fields a(x), π0(x), η(x) and η ′(x). Even if the latter three are not
elementary particles, they share with the axion the same quantum numbers and are
strongly coupled to QCD. The axion then can indirectly interact with these fields
through the axion-gluon-gluon interaction of eq. (3.8), giving rise in the effective
low energy Lagrangian to axion-meson mixing terms such as aπ0. In particular
the axion-pion mixing terms dominate, giving rise to the axion mass:

ma =
fπmπ

fa

√
mumd

mu +md
=

√
χ

fa
, (3.9)

where usually one assumes z= mu
md

≈ 0.56, fπ ∼ΛQCD and we have defined the

zero-temperature QCD topological susceptibility χ ≈ (77.6MeV )4. The mass de-
pends inversely on the U(1)PQ SSB scale and as such is strongly model-dependent.
In particular the PQWW model (the first to be proposed in the ’70s, taking its

13With θ in place of θQCD.
14The dampening, necessary to ensure that the oscillations of the axion field around the min-

imum go to zero, is provided by the expansion of the universe.
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name from its proponents: Peccei, Quinn, Weinberg and Wilczek) implemented
the symmetry via two Higgs doublets, one for the up-type quarks and another for
the down-type quarks. The symmetry breaking scale in this instance coincided
with the Electroweak SSB scale v; from fa ∼ v = 246 GeV one obtains ma ∼ 150
keV, quickly ruled out by experiments. A similar fate was shared by all the similar
variants with fa at the electroweak scale; as a consequence the current dominant
models have fa ≫ v. This gives rise to very light and weakly interacting axions15,
the so-called invisible QCD axions. The two dominant models at the moment are
the KSVZ (from Kim, Shifman,Vainshtein and Zakharov) and the DFSZ (from
Dine, Fischer, Srednicki and Zhitnitsky). In the KSVZ model the quark q and the
complex scalar field σ are SU(2)W singlets not present in the Standard Model; in
particular the quark can not be directly observed since it would have a very high
mass mq ∼ fa. The DFSZ model instead exploits the original proposal of doubling
the Higgs doublet to couple it to the known quark fields. However, the σ field does
not arise from the EW-SB and is an electroweak singlet with fa ≫ v. Additionally,
σ is coupled to the SM quarks only through its coupling to the Higgs doublets.

Returning to the details pertinent to our work, in both the models the axion
inherits its mass from its mixing with the pion as in eq. (3.9). Additionally, the
same dominant mixing terms are responsible for their coupling to the photon, via
the process π0 → γγ . For these reasons both the models share the same form for
their mass and, more importantly, for their coupling to the electromagnetic field.
In particular, one finds that the precise form of the interaction term is

Laγγ =
1
4

gaγγaFµν F̃µν , (3.10)

where we have introduced the axion-photon coupling constant

gaγγ =
αgγ

π
√

χ
ma , (3.11)

with α the fine structure constant and gγ is a dimensionless coupling para-
meter, of value −0.97 for the KSVZ model and 0.36 for the DFSZ model.

Thanks to this coupling term, if an axion is immersed in a strong static mag-
netic field it has a chance to interact with a virtual photon provided by the field.
The effect (depicted in Fig. 3.2) is known the inverse Primakoff effect. The final
result is the emission of a real photon carrying an energy Eγ ≈ mac2 16.

Since the axion is so weakly interacting it stands as an optimal Dark Matter
candidate; moreover, being its lifetime dominated from its decay into two photons,

15As we will see, the couplings to the electromagnetic field are directly proportional to the axion
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Figure 3.2: Feynman diagram of the inverse Primakoff effect

one finds that axions with ma < 26 eV are also stable on cosmological timescales.
Additionally, the realignment of the QCD vacuum theta angle results in the cre-
ation of "cold" axions; for this reason should they exist they can be a component
of the CDM. Unfortunately no exact expression can be obtained for the density
of those relic axions. Aside from the differences in the cosmological evolution of
the axion density Ωa (depending on the different production scenarios17), the fun-
damental issue is that the influence of topological defects such as cosmic strings
and domain walls is still controversial and constitutes a very open field of re-
search, with the available results heavily relying on simplifying assumptions and
toy simulations. In a recently published paper, the authors claim to have achieved
a three-order-of-magnitude leap in precision by using adaptive mesh refinement
simulations, determining a much narrower mass range between 40 and 180 µeV
for the axions produced after inflation, with the most likely mass value being 65
µeV, corresponding to a frequency of ∼ 16 GHz. If confirmed, such a result would
then strongly incentivize experimental efforts in concentrating especially towards
revelation of axions at very high frequencies. Another limit on axions that can be
obtained from the information above is the so-called "overclosure bound". Using
the dilute instanton gas approximation, one finds [23]

Ωa =

(︃
fa

1012 GeV

)︃ 7
6

, (3.12)

mass.
16Being the standard halo model axions non-relativistic, their momentum acts only as a perturb-

ation to this mean value.
17After the inflation, as opposed to before the inflation with reheating temperature sufficient to

recouple the axion to standard matter, and finally to before the inflation with reheating temperature
lower than the recoupling threshold.
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Figure 3.3: Review of the theoretical bounds on the QCD invisible axion mass ma for
three different production scenarios, from [24]. The upper row reports the limits in the
case of pre-inflation Peccei-Quinn symmetry breaking, while the other two are relative
to post-inflationary P-Q SB with 1 and 6 domain walls respectively. The yellow regions
correspond to the mass ranges in which the axion can be the main constituent of dark
matter. The gray regions are excluded since Ωa would exceed the observed dark matter
abundance. The yellow-gray regions correspond to the mass ranges in which more than
10% tuning of θ is required in order to explain the observed dark matter abundance.

(for fa ≤ 1018±1.7 GeV, while for fa ≥ 1018±1.7 GeV the exponent becomes
3/2), meaning that axion masses lower than ma ∼ 20 µeV would lead to the axion
dark matter being greater than the DM one and would henceforth be excluded.

A precise upper bound for ma was instead obtained as a consequence of the
supernova SN1987A. As a matter of fact, at temperatures T ≫ ma thermal pro-
duction of axions can become an important energy loss channel and thus influence
the dynamics of stellar evolution, particularly in the case of the extreme temper-
atures reached during stellar collapses. Comparing the magnitude and duration
of the observed neutrino burst with the predictions of the astrophysical models
for the type-II supernovas, the model-independent18 bound ma < 16 meV was ob-
tained [25]. For the same reason, the observed faster-than-predicted cooling rate
of white dwarfs could suggest a preferred axion range between 1 and 10 meV (see
Fig. 3.4).

As customary for axion searches, we will from now on assume that axions
constitute the totality of Dark Matter, giving for the local density ρa = ρDM ∼

18As a consequence of the model-independence of the axion-nucleon interactions via the chiral
anomaly responsible for the axion production.
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Figure 3.4: Review of the current cosmological and astrophysical bounds on the QCD
invisible axion mass ma, from [21]. The assumed exclusion intervals from experiments
(the dark intervals, with the predicted upgrades shown in green) were obtained using
z = 0.56 and the coupling strength of the KSVZ model (in the case of ADMX the axion
was also assumed as the dominant component of CDM). The red arrows/lines at the top
right represent the (uncertain) overclosure bounds for pre- and post-inflation axion CDM
production.

0.45 GeV/cm319; the Standard Halo Model then provides us with two working
hypotheses:

• the CDM has virialized via the process known as "violent relaxation", as
suggested by simulations of structure formation;

• the rotation curves indicate that at medium radiuses the mass density dis-
tribution scales approximately as ρ(r) ∝ r−2, called the isothermal sphere
model.

This simple model however has the issue of leading to infinite galactic mass
and to a nonphysical divergence of the density for small radii. Among the modific-
ations used to account for these problems we will consider the pseudo-isothermal
sphere ρ(r) = ρc/(1 + (r/rc)

2), where rc ≈ 3 kpc parametrizes a faster decay
at larger distances and ρc is the value of the density at the central plateau. From

19Where we are using natural units, so c=1.
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these assumptions we can obtain the velocity distribution of Dark Matter. The iso-
thermal sphere model would lead to a Maxwellian distribution. Since the adopted
model is only slightly different for medium radiuses, the velocity distribution in
those regions must also be similar to a Maxwell-Boltzmann. Neglecting the small
differences between the two, the local velocity distribution becomes a Maxwellian
of parameter vc = 220 km/s [26]. Under this simplifying assumption, one finds
that the spectral shape of the axion signal is given by the correspondent kinetic
energy distribution,

f (E) =
2√
π

√
E
(︃

3
ma ⟨v2⟩

)︃3/2

e
− 3E

ma⟨v2⟩ . (3.13)

The width of the kinetic energy distribution as seen by an observer solidal to
the galactic centre is then the Root Mean Square velocity,

⟨︁
v2⟩︁1/2

=
(︁3

2

)︁1/2
vc ∼

270 km/s. However, the radial velocity of the Solar System vs ∼ vc induces a
broadening in the distribution in our reference frame, so the width distribution as
seen by an observer on Earth can be shown to be closer to

⟨︁
1.7v2⟩︁1/2 ∼ 350 km/s

[27]. This ultimately implies that the axion wind is extremely coherent: taking the
De Broglie wavelength as a measure of the coherence length of the axion CDM,
one finds that at ∼ 10 GHz (ma ∼ 41 µeV ), λa =

2π

ma ⟨v2⟩1/2 ∼ 23 m. The coherence

time of the axion field is then τa = λa

⟨v2⟩1/2 ∼ 83 µs, from which we can finally

calculate the equivalent axion quality factor:

Qa =
1

2π
maτa =

1
⟨v2⟩ ∼ 106 . (3.14)

3.4 Current experimental limits on QCD-axion-photon
coupling in the cosmologically relevant mass range

As we have seen in the previous Section, the coupling term of eq. 3.10 allows to
convert (a small fraction of) DM axions into photons in presence of large magnetic
fields. Given the mass of the axions in the cosmologically relevant range, this
process would produce microwave photons, allowing experimenters to rely on
mature technologies such as microwave guides, resonant cavities and low noise
amplifiers to perform a detection. For this reason, most of the experiments probing
the cosmologically relevant QCD axion mass range have chosen to exploit this
process.
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A first, broadband, but not very sensitive limit is the one obtained by CAST
[28] exploiting the large volume of one of the LHC magnets to look for solar
axions20.

Virtually all among the most sensitive experiments currently in progress rely
on the so-called axion haloscope design by Pierre Sikivie, which will be intro-
duced in the next Chapter. In particular, the most famous among these is the
ADMX project [29], which is to date the only experiment to have reached sensit-
ivity to the benchmark axion models. During their last data run, the ADMX col-
laboration was able to exclude axions with masses 2.7 µeV−3.3 µeV (650 MHz-
800 MHz) [30] down to DFSZ axion coupling. Other notable past-or-current halo-
scope experiments are UF [31] and RBF [32] (now discontinued), HAYSTAC
[27], CAPP [33], QUAXaγ [34], CULTASK [35], CAST-RADES [36], CAST-
CAPP/IBS [37] and ORGAN [38], which to date is the highest frequency halo-
scope experiment at 26 GHz. Due to the success of this approach, other experi-
ments such as KLASH [39] have also been proposed.

Due to the diminishing returns of the haloscope approach with increasing fre-
quency, the 10-100 GHz post-inflationary range [40] has seen several different
designs be put forth, with the leading one being the MADMAX project [41], in
which a system of layers with alternating dielectric constants is used to obtain an
enhanced axion-photon conversion. Some of the most attractive other proposals
include ABRACADABRA [42], which uses precision AC magnetometers to look
for the oscillating current induced by the axion field in a LC circuit, the CASPEr
experiment [43], where said magnetometers are used to look for a nuclear spin pre-
cession induced in a material sample by the axion field in the presence of a strong
electric field, and the Orpheus experiment [44], in which an open Fabry-Pérot res-
onator with a series of current-carrying wire planes substitutes the resonant cavity
of traditional haloscopes.

A very promising design for axion searches is the axion plasma haloscope,
which in the currently proposed designs exploits the plasma frequency of multi-
wire arrays to collect the converted axionic power [45] [46]. The advantage of
this technique compared to traditional haloscopes becomes apparent towards very
high frequency (>10 GHz), due to the much higher volume of the detector that
compensates the lower achievable Q factors. Preliminary studies have also shown
that the multi-wire array allows excellent tunability in frequency [47].

20We note that as a consequence, this is the only limit among the ones cited in this list that is
an actual limit on the strength of the axion-photon coupling gaγγ . All the other limits are set in the
assumption that ρaxions = ρDM , which could well be incorrect.
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Finally, there have also been attempts at detecting the axion through its coup-
ling with magnetized materials. The axion-electron coupling is much weaker than
the axion-photon one, but has the advantage to provide a mean of distinguishing
between axions belonging to the two main classes of models, since they differ in
the order of the interaction suppression. The QUAXgae experiment is the lead-
ing experiment in this field, and exploits several spheres of ferrimagnetic material
embedded in a resonant cavity that serves as a transducer to convert the deposited
energy from spin excitation (magnons) to microwaves, from which point the de-
tection proceeds as in a standard haloscope. Among the most interesting proposals
regarding the exploitation of the axion-electron coupling is the idea of using topo-
logical antiferromagnets to enhance both the active medium volume and the noise
of the detector, especially towards the higher end of the cosmological QCD axion
mass range [48].
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Chapter 4

Sikivie’s axion haloscope: a resonant
detector of CDM axions

As we discussed at the end of the previous Section, the axion haloscope is to
date the most successful experimental design in the field of CDM axion searches.
In this Section we will breakdown the design into its components and present
its main features such as signal-to-noise ratio (SNR) and scan rate, concluding
with an estimate of the sensitivity of a typical apparatus at the very high working
frequencies considered in this work (i.e. ∼10 GHz).

As anticipated, the credit for the development of the axion haloscope goes
to Pierre Sikivie, who in 1983 proposed that the pion-mediated interaction of the
axion with the electromagnetic field could be exploited to detect it [49] in presence
of very strong magnetic fields.

As we saw in the previous section, the power spectrum of the resulting signal
is very sharp and closely resembles a Maxwell-Boltzmann. The idea is then to
enhance the power transferred through a microwave resonant cavity tuned to the
frequency corresponding to the axion mass, νa =

Ea
h = mac2

h ≈ 0.1−100 GHz. Due
to the integration in the cavity, the collected signal is amplified by a factor equal to
the loaded quality factor of the employed resonant mode, provided it isn’t higher
than the equivalent quality factor of the axion power spectrum. The deposited
power will be detected as excess power in the analysis of the noise spectrum of
the apparatus.

Figure 4.1 depicts the fundamental elements of an axion haloscope:

• A microwave cavity (in red in the figure) from which the signal is collected
through a tunable antenna able to reach critical or more-than-critical coup-
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Figure 4.1: Main elements of an axion haloscope setup. LTE stands for Low Temperature
Electronics, HTE analogously means High Temperature Electronics, and SO stands for
Source Oscilator.

ling conditions. A fully functional haloscope must also include ways to tune
the frequency of the measurement mode of the resonant cavity, in order to
allow the scanning of a frequency range larger than a single linewidth.

• A low temperature amplification chain (LTE in the figure), comprising low
noise microwave amplifiers and typically components such as circulators,
isolators and filters. Depending on the calibration method employed in the
setup, it may or may not include a resistor connected to a heat source and a
thermometer as source of calibrated white noise.

• A high temperature amplification chain (HTE in the figure), including amp-
lifiers, lowpass filters and an Analog-To-Digital Converter (ADC). A key
element of this section of the setup for high frequency haloscopes is the
down-converter mixer, which allows the signal frequency to be shifted to
the MHz range. This step is in principle superfluous, but is always used
since it allows to compress the volume of the needed data storage by a
factor of ∼O(103-104)1 while maintaining the original signal-to-noise ra-
tio (SNR). Once downconverted, the time-series of the signal is recorded by

1Depending on the original frequency of the cavity and on the bandwidth of the downconverted
signal.
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the ADC and the signal itself is digitally reconstructed from the fast Fourier
transform of its phase and quadrature components.

• A strong magnet completely surrounding the cavity (typically of solenoidal
shape, shown in blue in the figure).

• A cryogenic vessel capable of reaching at least the temperature of liquid
Helium THe = 4.2 K, encasing the whole apparatus up until the second
amplification stage. The cryogenic temperatures have the dual function of
limiting the Johnson noise produced in the cables as a result of thermal fluc-
tuations and of ensuring the cooling of the superconductive cable that makes
up the coil providing the extremely high applied static magnetic field2.

• The cooled part of the apparatus may also include a microwave line des-
cending to a weakly coupled antenna (labeled as SO for Source Oscillator
in the figure) in order to be able to perform transmission measurements of
the cavity. Additional auxiliary microwave lines and thermometers may be
employed in cavity monitoring and in the calibration of the system.

4.1 Axion-photon coupling
Having provided a brief description of the working principles of this kind of de-
tector, we will now quantify the magnitude and dependences of the collected axion
power in one such apparatus; this will be especially useful in the section on cavity
design which is the heart of this thesis3.

In the previous Chapter we saw that from the chiral anomaly of the axion with
QCD a term of the form of eq. (3.10) arises in the Standard Model Lagrangian,
quantifying the effective interaction between the axion and two photons. The
interaction between the axion and the electromagnetic fields then can be fully
described by:

L =
1
2
(∂µa)2 − 1

2
m2

aa2 − 1
4

FµνFµν +
1
4

gaγγaFµν F̃µν
, (4.1)

2Of course this is just the most used configuration, as the magnet could also be cooled separ-
ately, or be normo-conductive.

3If one wishes to skip the long derivation from the already known Lagrangian term describing
the effective axion-photon interaction, one can resume the reading from eq. (4.40) without losing
the thread.
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where

Fµν = ∂µAν −∂νAµ (4.2)

is the electromagnetic field strength tensor and F̃µν
= 1

2εµναβ Fαβ is its dual.
We know that the dynamics of the two coupled fields are then respectively de-
scribed by the associated Euler-Lagrange equations:

∂L

∂a
−∂ν

[︃
∂L

∂ (∂νa)

]︃
= 0 (4.3)

and

∂L

∂Ak
−∂ν

[︃
∂L

∂ (∂νAk)

]︃
= 0 . (4.4)

The first one describes the effect on the axion field of the coupling to the elec-
tromagnetic field and can be safely ignored, being a negligible perturbation. On
the other hand, the second one quantifies the axion-photon coupling phenomena
we are interested in, resulting in a small modification to the Maxwell equations
due to the presence of the axion field. The Lagrangian can be reformulated substi-
tuting the explicit form of the tensors; remembering that the Levi-Civita symbol
is totally antisymmetric, one obtains:

L =
1
2
(∂µa)2 − 1

2
m2

aa2 − 1
2

η
µα

η
νβ [∂µAν∂αAβ −∂νAµ∂β Aα ]

+
1
2

gaγγε
µναβ a∂µAν∂αAβ , (4.5)

where ηµν is the Minkowski metric tensor.
Due to the absence of non-derivative terms in the gauge field Aµ the only

contribution of this expression to the Euler-Lagrange equation (4.4) comes from
the derivative with respect to j of the term

∂ν

[︃
∂L

∂ (∂ jAk)

]︃
=−1

2
η

µα
η

νβ [δ
j

µδ
k
ν (∂αAβ −∂β Aα)+(δ

j
αδ

k
β
−δ

j
β

δ
k
α)∂µAν ]+

+
1
2

gaγγε
µναβ [δ

j
µδ

k
ν ∂αAβ +δ

j
αδ

k
β

∂µAν ]a (4.6)

∂ν

[︃
∂L

∂ (∂ jAk)

]︃
=−[∂ jAk −∂

kA j]+
1
2

gaγγε
µν jk [∂µAν −∂νAµ ]a (4.7)
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∂ν

[︃
∂L

∂ (∂ jAk)

]︃
=−F jk +

1
2

gaγγε
jkµνFµν a , (4.8)

in terms of the electromagnetic field tensor; eq. (4.4) then becomes

∂αFαβ − 1
2

gaγγε
αβ µν

∂α(Fµν a) = 0 . (4.9)

The following steps are not particularly interesting and can be found for ex-
ample in [50]. For our purposes, it will suffice to say that after several manipula-
tions, exploiting the Maxwell constraint equations and rewriting the result in terms
of the electromagnetic field components E i and Bk through the explicit form of the
Fµν components one obtains the modified Maxwell equations in the absence of
electromagnetic sources:

∇ ·E = gaγγ B ·∇a ; (4.10)

∇×E = −∂tB ; (4.11)

∇ ·B = 0 ; (4.12)

∇×B = ∂tE + gaγγ (E×∇a−B∂ta) . (4.13)

The interaction term of the Lagrangian can also be rewritten in term of the
electric and magnetic fields in the same way, giving for the theta term the expres-
sion

Laγγ =
1
4

gaγγ aFµν F̃µν =−gaγγ aE ·B . (4.14)

This suggests that in the presence of a static magnetic field B0 such as the one
employed in our haloscope the axion field of amplitude a induces in the vacuum
an oscillating electric field with the same frequency νa and amplitude

E0 ≈ gaγγ aB0 , (4.15)

giving an useful rule of thumb for the dynamics of this interaction. The
two fields then behave as two coupled harmonic oscillators, with the electric one
driven by the axion one, and with coupling constant given by κ ≈ gaγγ B0/(2π).
This expression effectively gives the timescale of the energy transfer between
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the two modes; evaluating it for B0 = 8 T and ma ≈ 41.4 µeV, one obtains that
κ ≈ 1/(2.1 days). This value can be compared to the coherence time of the axion
field τa(ma)∼ 80 µs, immediately finding that the axion field and the electric field
are extremely weakly coupled.

4.2 Calculation and discussion of the deposited power
The results we already found only work as order of magnitude estimates; however
the power deposited into the cavity is a known theoretical result and can be ob-
tained using some realistic simplifying assumptions. Here is a brief summary of
the derivation method used to obtain it, as shown i.e. in [50].

The power transfer from the axion field to the electric field in the haloscope can
be found imposing the boundary conditions corresponding to the resonant cavity
in which the power is collected and considering the modified Maxwell equations.
Remembering that at 10 GHz the axion wavelength is λa(ma) ∼ 20 m, the terms
containing the gradient of the field can be neglected. A second approximation is
to neglect the axion-induced magnetic field in the cavity with respect to the large
static magnetic field applied from the exterior. Lastly we will treat the B field
as spatially homogeneous inside the cavity; this corresponds to B(x) = B0 ẑ. The
derivation presented here is in the case of an empty cavity, but it is analogue for
a dielectrically-loaded cavity once the Maxwell equations are substituted with the
ones expressed in terms of the displacement and magnetizing fields D and H.

From the time derivative of eq. (4.13),

∇×∂tB = ∂
2
t E − gaγγ B0 ∂

2
t a ẑ ; (4.16)

substituting eq. (4.11),

∇×∇×E + ∂
2
t E = gaγγ B0 ∂

2
t a ẑ (4.17)

and using the known identity ∇×∇×E = ∇(∇ ·E) − ∇2E = −∇2E 4 one
obtains the (inhomogeneous) modified wave equation

∇
2E − ∂

2
t E = −gaγγ B0 ∂

2
t a ẑ . (4.18)

4Remembering that eq. (4.10) with the assumptions we made on the axion field implies that
∇ ·E = 0.
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Now it is time to introduce the cavity in our reasoning: in presence of ideal
cavity walls there are two complete set of orthogonal modes em and bm which
satisfy the relations

(ω2
m +∇

2)em(x) = 0 , (4.19)

∫︂
V

d3x em(x) · e∗n(x) = λnδmn , (4.20)

and the analogue ones with the substitution (em → bm) for the magnetic field.
We can then decompose the electric and magnetic fields exploiting this basis (we
will only list here the found expressions for the magnetic field, with the caveat
that the ones for the field B are identical):

E(x, t) = ∑
m

Em(t)em(x) . (4.21)

Substituting this into eq. (4.18) and exploiting eq. (4.19) one obtains

∑
m
(ω2

m + ∂
2
t )Em(t)em(x) = gaγγ B0 ∂

2
t a(t) ẑ . (4.22)

We can then multiply for e∗n(x), integrate over the volume of the cavity and
use the orthogonality relation (4.20) to obtain

(ω2
n + ∂

2
t )En(t) = gaγγ B0

κn

λn
∂

2
t a(t) , (4.23)

where λn =
2πc
ωn

and the coefficient κn =
∫︁

V d3x ẑ · e∗n(x).
As anticipated in our previous qualitative analysis this relation is the equation

of motion of an undamped harmonic oscillator of resonant frequency ωn. How-
ever, the undampedness of the oscillator is obviously unphysical; in fact it stems
from the approximation of idealness of the cavity walls, made to allow us to build
the complete orthogonal set of cavity modes. Since the damping coefficient for an
harmonic oscillator of quality factor Qn and characteristic frequency ωn is given
by its linewidth δωn = ωn

Qn
, the losses caused by dissipation on the walls can be

accounted for by adding on the left-hand side (LHS) a term in the form ωn
Qn

∂tEn.
In the frequency domain the equation then becomes(︃

ω
2
n − ω

2 − i
ωωn

Qn

)︃
En(ω) = gaγγ B0

κn

λn
ω

2 a(ω) , (4.24)
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giving for the amplitude of the power spectrum at a given frequency ω the
expression

En(ω) = gaγγ B0
κn

λn

ω2 a(ω)

ω2
n − ω2 − iωωn

Qn

. (4.25)

Using eq. (4.25) we can now express through the properties of the Fourier
transforms5 the power stationarily stored in the cavity:

Un =
1
2
⟨E2

n(t)⟩
∫︂

V
d3x

[︂
|en(x)|2 + |bn(x)|2

]︂
= (4.26)

Un = λn

∫︂ +∞

−∞

dω

2π
|En|2 = (4.27)

Un = g2
aγγ B2

0
κ2

n
λn

∫︂ +∞

−∞

dω

2π

ω4 |a(ω)|2

(ω2
n − ω2)

2
+

ω2ω2
n

Q2
n

, (4.28)

where we used the Fourier transform convention f (ω) = 1√
2t0

∫︁ t0
−t0 dt f (t)eiωt

and
f (t) =

√
2t0
∫︁ t0
−t0

dω

2π
f (ω)e−iωt .

We now assume that the axion power has a really sharp shape when compared
to the resonant mode (Qa ≫ Qn ≫ 1) and that the two frequencies are near (mean-
ing that the detuning δωa is such that δωa = ωn−ωa ∼ δωn = O

(︂
ωn
Qn

)︂
). We can

then expand in series of the small quantity δωa
ωn

; substituting ρa = m2
a⟨a⟩2 6 one

finally obtains:

Un = g2
aγγ B2

0V Cmnl
Q2

n

1+
(︂

2Qn
δωa
ωn

)︂2
ρa

m2
a
, (4.29)

where the indexes n, m, l stem from the fact that we now are specifically
considering the modes that characterize a cylindrical cavity and the coefficient
Cmnl < 1 is known in literature as the form factor of the corresponding mode

5Namely, Parsefal’s Theorem ⟨a(t)2⟩ = ∫︁ +∞

−∞

dω

2π
| f (ω)|2.

6As one easily finds treating the axion field as a classical one.
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(where we give the more general expression considering the effect of dielectric
materials inside the cavity, and ε(x) is as usual the dielectric permittivity):

Cmnl =
κ2

mnl
V λmnl

=

(︁∫︁
V d3x ẑ · e∗mnl(x)

)︁2

V
∫︁

V d3x ε(x) |emnl(x)|2
. (4.30)

This last expression indeed is a particular case (derived from the assumption
B ≈ B0 ẑ) of the general form factor expression for a mode with electric field Eω

and total magnetic field B:

C =
|∫︁V d3xEω ·B|2∫︁

V d3x |B|2 ∫︁V d3xε|Eω |2
. (4.31)

The form factor thus quantifies the overlap between the static external mag-
netic field and the electric field of the cavity mode. The fact that the stored ax-
ion power depends on such a factor is then justified by the form of the coupling
between the axion and electromagnetic field (see eq. (4.14) ).

Generally speaking, the modes subsisting in an ideal cylindrical cavity can
either be transverse electric (TE), meaning that emnl ⊥ ẑ, transverse magnetic
(TM), meaning that bmnl ⊥ ẑ7, or transverse electromagnetic (TEM), meaning
that both emnl and bmnl are perpendicular to the cavity axis. The only suitable
experimental design with axial applied magnetic field has to exploit the transverse
magnetic modes, since both the electric and the electromagnetic ones would give
an identically null coupling to the axion field. Among the modes that give non-null
contribution (that have the form TM0n0) the TM010 mode is usually employed, for
multiple reasons:

• An increase in the n index means that n−1 radial nodes are present inside
the cavity. Since in proximity of the nodes the electric field goes to 0 the
modes with higher n also give an increasingly smaller coupling. Addition-
ally, the electric field changes direction every time a node is passed, and
as a consequence, all lobes of different parity than the central one (which
still remain the dominant one, due to the relative amplitudes of the electric
fields) actually give a negative contribution to the form factor.

• Being the first one (and thus having a lower frequency) the TM010 mode
is usually isolated from other nearby modes that could interfere with the
measures (which are colloquially called "spurious modes").

7Where bmnl is the equivalent of emnl for the magnetic field.
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Restricting ourselves to this working mode, and substituting the central frequency
of the mode ωc and its loaded quality factor QL, one finally has for the energy
stored in the cavity mode by the axion field oscillations the expression:

U = g2
aγγ B2

0V Cmnl
Q2

L

1+
(︂

2QL
δωa
ωc

)︂2
ρa

m2
a
. (4.32)

The dependence of the transferred energy on the detuning between the axion
and the mode frequencies is then Lorentzian-like. However, the detuning can
always be set to zero shifting the frequency of the cavity; for this reason we will
from now on consider δωa = 0. For a resonant mode the quality factor is defined
as the ratio between 2π times the stored power and the power dissipated in a full
cycle. Another equivalent expression we already employed is

Q =
ωc

∆ω
, (4.33)

where ∆ω is the linewidth also known as FWHM (full width at half max-
imum). If many loss channels are present, the dissipated power is clearly the sum
of the various losses (equivalently: the total linewidth is the sum of the partial
linewidths). In order to have a working detector, part of the power must be collec-
ted from the cavity mode through its coupling to an antenna. Then, being Qr the
coupling with the receiver, one finds:

1
QL

=
1

Q0
+

1
Qr

, (4.34)

where QL is the loaded (total) quality factor and Q0 is the unloaded quality
factor of the working mode that comes from the dissipation on the cavity walls.
Defining the cavity coupling parameter β

β =
Q0

Qr
, (4.35)

the loaded quality factor can be expressed in terms of the unloaded (maximum)
one as

QL =
Q0

1+β
. (4.36)
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Then, from the definition of quality factor as ratio of stored energy over dis-
sipated energy in a period of the oscillations, the total collected axion power can
be expressed as

Ptot = ωc
U
QL

, (4.37)

and from the previous discussion we can now quantify the actual power that
we’re able to collect from the cavity as

Psig = ωc
U
Qr

= ωc
U
QL

β

1+β
(4.38)

Psig = g2
aγγ B2

0V Cmnl ωc
QL

1+
(︂

2QL
δωa
ωc

)︂2
ρa

m2
a

β

1+β
. (4.39)

Transitioning from natural units to S.I. ones one finds the final expression:

Psig =

(︃
g2

γ

α2

π2
h̄3c3ρa

µ0 χ

)︃⎛⎜⎝ β

1+β
ωcB2

0V Cmnl
QL

1+
(︂

2QL
δωa
ωc

)︂2

⎞⎟⎠ , (4.40)

where we have for simplicity grouped on the left side all the empiric or model-
dependent constants and on the right side the terms we can control through our
haloscope design.

We can now discuss the scaling of the signal power on the latter ones to obtain
the guidelines in the construction of our detector:

• The linear dependence on the volume V of the cavity is a consequence of the
spatial coherence of the axion field oscillations arising from their very large
wavelength. The use of the cylindrical cavity design would in principle
allow us to control this degree of freedom almost freely once the working
frequency is fixed: if hc ≫ rc holds (hc and rc being the cavity height and
radius respectively), the frequency of the TM0n0 modes is only marginally
dependent on the height of the cavity. As a consequence, while the radius of
the cavity is fixed by the working frequency, it would at first glance appear
that the height of the cavity is only limited by the coherence length of the

39



axion field hc ∼ λa
8. However, the length of the cavity is typically limited

much earlier to aspect ratios of the order of 10 or lower to limit crowding
of cavity modes, which can severely interfere with the measures due to the
phenomenon of mode mixing. Despite this limitation, we will from now on
we assume this cavity configuration as the standard, as we are interested in
obtaining as high a signal power as possible and the cylindrical cavity also
gives the highest form factor in a uniform magnetic field.

• Another clear direct dependence is the one on the frequency of the resonant
mode. Since ωc ∼ 1

rc
it could seem we can obtain higher power for smaller

radius cavities; however as discussed in the previous paragraph we must
remember that the volume of a cylindrical cavity implicitly depends on 1

r2
c

9.
Furthermore, even if the problems introduced by mode crowding could be
neglected, the technical and economical difficulties of building an haloscope
with hc ≫ 1 m would limit the obtainable volume anyway (mainly due to
magnet costs). As a consequence the scaling is exactly the opposite, and the
revelation of the axion consequently becomes considerably more difficult
(and costly) at higher working frequencies.

• The contribution from the squared applied magnetic field is ultimately lim-
ited by the critical field of the superconductor material used building the
coil (and by the mechanical resistance of the coil itself). Recent work on
new coil materials aims to extend the value of the accessible static magnetic
fields from B0 ≈ 10 T (using Nb-Ti based magnets, with zero-temperature
upper critical field Hc2 ∼ 14 T [51] and critical field at 4.2 K of 11.5 T [52])
to ultra-high fields of up to 25 T, thanks to the switch to (less easily tract-
able) superconductor alloys like Nb3Sn (Hc2 ∼ 28 T at 0 K [51] and of 25
T at 4.2 K [52]) and to high-temperature superconductors like ReBCO [53]
and YBCO (both with critical fields at 4.2 K of more than 100 T [52]).

• The form factor is a constant once the working mode is chosen, provided it
is not degraded during the mode frequency tuning; for the TM010 mode of
a cylindrical cavity the theoretical value is C ≈ 0.69.

Finally it is useful to furtherly decompose the remaining terms expressing
their dependence on the (tunable) coupling β of the receiver antenna and on the

8Which as we have seen is of the order of tens of meters for the frequency range we are
considering.

9It would scale even as 1
r3
c

if we choose to maintain the same aspect ratio.
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unloaded quallity factor Q0 (fixed once the cavity is built and its working condi-
tions are chosen): for our simplified model where Qa ≫ QL, one has

QL

1+
(︂

2QL
δωa
ωc

)︂2
β

1+β
= Q0

1
1+4ε

β

(1+β )2 ≈ Q0
β

(1+β )2 , (4.41)

where in the last passage we have used the fact that ε = (QL
δωa
ωc

)2 < 1 by
definition for any working haloscope prototype (since the axion spectrum must be
contained inside the resonant mode linewidth to be optimally detected).

The term on the RHS expresses a linear dependence on the mode unloaded
quality factor. This makes clear the enhancement of the collected power thanks
to its capability to integrate temporal coherent contributions over ∼ Q0 oscillation
periods. It is worth remembering however that eq. (4.41) holds only if QL < Qa:
otherwise the lack of temporal coherence of the starting signal would bring about
destructive interference phenomena limiting the integration inside the cavity to
≈ Qa cycles.

We will now briefly examine what happens in this first regime (which is the
one exploited in all axion searches to date, due to the difficulty in building a res-
onator with QL ∼ Qa).

• The situation when β = 1 is well known in the theory of dampened har-
monic oscillators as the condition of critical dampening, and in cavity res-
onators it takes the name of critical coupling. In this condition, half the
power of the cavity is dissipated inside it and the other half is extracted
from the receiver.

• If the cavity instead has β < 1 it is said to be undercoupled: from eq. (4.32)
we can see that more axion power is collected by the cavity and stored in
its inside in this regime when compared to a critically coupled cavity10.
However in this scenario the majority of the dissipation occurs on the cavity
walls, resulting in less signal power extracted from the cavity, as shown by
eq. (4.41).

• On the other hand, in an overcoupled cavity (β > 1) the contribution from
the dissipation on the antenna is so dominant over the loss fraction on the
resonator walls that it limits the capability of the resonator to store energy

10As long as QL < Qa.
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(equivalently, it diminishes its quality factor). As a consequence the collec-
ted axion power is lower than in a critically coupled one with same Q0.

By imposing QL ≪ Qa and differentiating eq. (4.41) with respect to β , we
easily find that in this regime the signal is maximized for β = 1. However, this
value does not maximize the scan rate (due to the fact that β also impacts the
bandwidth over which we can measure), and11 in this regime the actual optimal
value of coupling is βopt = 2 instead.

The condition of extreme undercoupling is instead important when one wishes
to perform measurements on the cavity modes, because the presence of the an-
tenna does not perturb the properties of the mode and thus allows a direct measure
of Q0.

We now want to generalize eq. (4.40) to find out what happens in the regions
where QL ∼ Qa or QL > Qa. A more correct expression that is often employed in
this regime is the one obtained from the substitution QL = QO

1+β
→ min{QL, Qa},

but it still is only an approximation and exhibits a nonphysical kink when QL =
Qa: to go ahead we need to take a different approach. The authors of [54] have
recently reviewed the theory of the axion-photon conversion power in conditions
of impedance mismatching. They found that a more precise expression for the
axion power extracted from the cavity is12

Psig = g2
aγγ

β

1+β

ρa

ma
B2

0V Cmnl
QLQa

QL +Qa
, (4.42)

which as depicted in Fig 4.2 is actually lower than for the often used min{QL, Qa}
approximation.

As a consequence, it would seem that a cavity with QL > Qa would be super-
fluous, if not deleterious: such an high quality factor would mean the impossibility
to completely contain the axion power spectrum inside the linewidth of the cavity
mode, so part of the axion power would be lost. However, we must remember that
any magnitude of a signal collected by a detector is meaningless if it is not com-
pared to the amplitude of the noise the same detector is subjected to. In the next
Section we will examine the noise contributions to a typical haloscope, and we
will introduce two fundamental parameters in the evaluation of the performance
of an haloscope, the signal-to-noise ratio (SNR) and the scan rate of the haloscope.

11As we will see in the next Section.
12Again, under the hypothesis that the axion signal is exactly on resonance.

42



Figure 4.2: Normalized conversion power inside the cavity in a function of QL/Qa, from
[54].

4.3 Expected noise, scan rate and axion power es-
timate

The major contribution to the noise measured in an apparatus such as the one
we described comes from the Johnson-Nyquist noise. This noise is the result of
the electromagnetic fields generated in the conductors by the fluctuations in the
thermal motion of the electrons at any temperature T . In a typical haloscope setup
this kind of noise is divided in two cathegories:

• A first, and uneliminable contribution is generated in the walls of the cavity
itself. Consequently, this noise is subjected to the same filtering operation
through the antenna the signal undergoes, and takes the name of internal
noise.

• The second contribution instead contributes to the so-called external added
noise, and is generated by passive electronic components outside the cav-
ity: for example, both the antenna and the cables connecting it to the first
amplification stage contribute to this noise, alongside many others such as
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the calibration auxiliary cables, eventual resistors used for said calibration,
etc. In particular, in a typical haloscope the first amplifier is usually pre-
ceded by an circulator carrying a 50 Ω resistor. This has the double aim of
preventing the eventual backaction of the amplifier itself from entering the
cavity or/and reentering the amplifier after being reflected on the antenna,
and to ensure the input port of the amplifier always sees a matched load. As
a consequence of its high resistance when compared to the other electronic
components, this 50 Ω resistor is often the dominant source of thermal noise
outside the cavity.

What’s important is that all the contributions can be thought as arising from a
Johnson-like process at a specific temperature, generating a white noise spectrum.
Under this assumption then, from the form of the Johnson noise:

Pnoise(∆ν) = kBTs∆ν , (4.43)

where kB is as usual the Boltzmann constant; Ts is the effective temperature of
the system and must not be confused with the actual temperature of the apparatus,
as Ts instead arises from the combination of all the contributions to the noise of the
form previously described13. Finally ∆ν is the frequency interval over which the
measure is made (for example, the resolution bandwidth of a spectrum analyzer).
A general form for the term kBTs can be given under the hypothesis the noise
comes from an haloscope of physical temperature T ; then:

kBTs(ν) = hνNs = hν

(︄
1

e
hν

kBT −1
+

1
2
+NA

)︄
, (4.44)

where h is the Planck constant.
The first term in the parenthesis can be recognized as the number of blackbody

photons emitted at each frequency ν by a body at temperature T (in our case,
either the cavity and/or the cables). Under the assumption kBT ≫ hν 14 this term
can be expanded in series and truncated at the first order contribution, giving a
contribution kBT independent of the working frequency ν .

The second one is instead known as the Standard Quantum Limit (SQL) and
arises from the quantum fluctuations in the blackbody photon gas that makes up

13As such, we can easily understand why it is called the "effective temperature" of the system:
it is measured in Kelvin and its contributions are not distinguishable from thermal ones in an ideal
apparatus.

14Satisfied in this work as one can easily check: kBTHe ≈ 6 ·10−23 J≫ hν ≈ 6 ·10−24 J.
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the electromagnetic field of both the cables and the cavity walls. This contribu-
tion is ineliminable in any linear amplifier 15; however as we have just shown for
frequencies of the order of several GHz it is dominated by the thermal noise con-
tribution if the haloscope is at a temperature higher than ≈ 1 K. In principle, the
SQL can be overcome by employing quantum counters. Counters working in this
frequency range that possess sufficiently low dark count do not currently exist, but
are in the process of being developed specifically for axion searches. The QUAX
collaboration is working towards integrating a prototype of one such counters into
a haloscope setup, but the next QUAX-aγ data runs will probably still use a linear
amplifier. In particular, while JPAs have shown the best performances in terms of
added noise among all linear amplifiers operating at 10 GHz, reaching the SQL in
ideal conditions, the QUAX collaboration has worked towards integrating into the
setup a different kind of parametric amplifier, called a Travelling-Wave Paramet-
ric Amplifier (TWPA). The use of TWPAs promises to reach levels of added noise
comparable with the ones typical of JPAs, but with the important advantage in the
context of axion searches of providing amplification over a much larger frequency
bandwidth (of the order of 109 Hz instead of the 108 Hz typical of JPAs). This
latter integration effort is detailed in Appendix A.

The latter term represents the contribution to the noise generated by the input
of the first amplifying stage; this traduces itself in another temperature-like con-
tribution of the form kBTA = kB hν NA, and is a key characteristic of any cryogenic
amplifier.

From our discussion then:

Ts(ν) ≈ T +TA , (4.45)

and Ts is then (somewhat improperly) known in literature as the noise tem-
perature of the apparatus. It is worth noting that the dependence on frequency is
important over large intervals of frequency, δν ∼ ν ; on the contrary it is negli-
gible over the span of a single acquisition/over a single scanning run, since the
linewidth of the mode is so small compared to its frequency.

Taking the frequency span of a bin in the power spectrum equal to the width
of the axion spectrum ∆ν ∼ (νc = 10.4 GHz)/(Qa = 1.2× 106) ∼ 8.7 kHz, con-
sidering for the amplifier noise temperature TA ∼ 5 K (consistent with the typical
values for a cryogenic amplifier) and for the haloscope temperature T = THe = 4.2

15I.e., any measurement apparatus capable of recording continuously in time.
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K one obtains an estimate of the noise power:

Pnoise ≈ kBTs∆ν ≈ 1.1 ·10−18W , (4.46)

which as we will see is several orders of magnitude greater than the axion
power to be revealed. This normally would not forbid the revelation of a signal
that small: the incoherence implicit in the definition of the Johnson white noise
means that integrating its superposition with a coherent periodic signal like the ax-
ion one over a sufficient amount of time would eventually lead the contributions
from the latter to prevail on the former. However this reasoning fails because the
axion field, though highly coherent if we look at its short linewidth, has nonethe-
less a relatively small coherence time (τa ≈ 80 µs @10 GHz) as a consequence of
the very high frequencies our search is taking place. This means that on integra-
tion over time intervals greater than this value the axion power itself will appear
as another incoherent noise contribution, indistinguishable from the thermal ones.
Nevertheless this observation suggests another way to reveal the axion-derived
power, exploiting the fact that the other sources of noise are indeed expected to be
white, outputting a flat power spectrum. The deviations from this shape are given
for each bin of the spectrum by the fluctuations predicted by the noise statistics.
Under the assumption that the noise over a frequency band ∆ν has a Gaussian
amplitude distribution16, one obtains that said fluctuations are equal to the (square
root of the) variance of the Gaussian:

σPnoise =

√︃
2

n−1
kBTs∆ν , (4.47)

where n is the number of independent samples collected for each bin (usu-
ally very high, which is why the −1 can be neglected). Additionally the Nyquist
sampling theorem assures that a noise with limited bandwidth ∆ν and integrated
over a time interval ∆t is completely represented by a number n = 2∆ν ∆t of in-
dependent samples. substituting this result one finally has the Dicke equation for
the expected fluctuations of the white noise power spectrum once sampled for an
interval of time ∆t:

σDicke =
kBTs∆ν√

∆ν ∆t
= kBTs

√︃
∆ν

∆t
. (4.48)

The axion power can then be detected as excess power collected in one bin,

16As predicted by the Johnson-Nyquist theory.
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provided that the integration time is high enough for the deviation from the expec-
ted power to have become an incompatible fluctuation; the SNR is

SNR =
Psig

σDicke
=

Psig

kBTs

√︃
∆t
∆ν

, (4.49)

known in literature as the Dicke radiometer equation. Inverting this relation
gives the sampling time required to reach a fixed value of the SNR for any given
value of the bin width:

∆t =
(SNR · kBTs)

2

(Psig)2 ∆ν ; (4.50)

from the dependences found on ∆ν and Psig an optimal value for the bin width
∆ν = ∆νa can be inferred. Finding an heuristic explanation of this fact is very
simple: if we choose a bandwidth greater than the axion spectrum width ∆νa the
white noise assumption tells us that we are adding unnecessary noise linearly with
the difference between the two values. On the other hand, if we choose a bin width
smaller than ∆νa we are fragmenting the axion power over many bins, effectively
diminishing the (Psig)

2 factor in the denominator for each of them.
While the formula in eq. (4.48) is an useful approximation valid for low qual-

ity factor cavities, the general expression has to take into account the difference
between internal and external noise due to the impedance mismatch introduced by
the antenna. The authors of [54] have considered the effects this mismatch on the
transmitted cavity noise: taking them into account, we have

σPnoise = kB

(︃
T

4β

(1+β )2 +TA

)︃√︃
∆ν

∆t
, (4.51)

where as before T is the thermodynamic temperature of the cavity and TA is the
equivalent temperature of the white noise added by the external sources in the re-
ceiver. As we can see, eq. (4.48) is obtained from eq. (4.51) when β = 1 (critically
coupled antenna).

Having now discussed both the noise and the optimal bin size for the analysis,
we are ready to come back to the problem of evaluating the sensitivity of our
haloscope. To solve this problem, we must first ask ourselves how an ideal search
for axions would be carried experimentally once we postulate to have a sufficiently
sensitive apparatus.
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Firstly, the mass range is probed moving the cavity at different frequencies,
each time integrating a sufficient amount of time for our expected signal17 to reach
a certain arbitrary SNR threshold18. After this step, for every found bin which
surpasses the threshold is denoted as a candidate signal and is rescanned for a
sufficient amount of time as to determine whether the power excess was simply
a fluctuation19 or if it persists even at higher levels of SNR, in which case it will
be subject to ulterior investigations in order to exclude other noise sources and
confirm its behaviour mimics the one an axion signal would have.

In the approximation that the most time-consuming step is the first one, we can
easily see how the faster our apparatus is able to reach the chosen threshold for a
fixed amount of bins during this phase, the faster the axion search will progress.
For this reason, the most used metric to rate the sensitivity of an haloscope is the
so-called scan rate of the detector at a certain level of SNR, denoted with d f

dt .
By substituting ∆ν

∆t → d f
dt in eq. (4.49) and inverting it, we can find the expres-

sion for the scan rate

d f
dt

=
P2

sig

SNR2 · (kBTs)
2 , (4.52)

which takes into account all the elements we previously discussed. Substituting
the general expressions for axion power eq. (4.42) and noise eq. (4.51), the ex-
pression for the scan rate20 is

d f
dt

=
1

SNR2

(︃
P0

kBTs

)︃2
⎛⎝ β

1+β

4β

(1+β )2 +λ

⎞⎠2(︃
QLQa

QL +Qa

)︃2

, (4.53)

where P0 = g2
aγγ(ρa/ma)B2

0VCmnl and λ = TA/T , the relative added noise con-
tribution from outside the cavity.

For λ ≫ 1 and Qa ≫ Q0, the beta dependence in this expression reduces to
β 2/(1+β )3, which as we anticipated in the previous paragraph is maximized for
βopt = 2. More interestingly, in this regime the scan rate is at least 90% of the

17I.e., the theoretical signal given by eq. (4.42).
18Usually in this first scan the chosen value should be at least SNR=1.65, which is the threshold

of the 95% single-sided confidence level for a Gaussian distribution, and ideally much higher to
avoid the emergence of too many rescan candidates.

19Which will happen most of the time, since once we choose a threshold equivalent to 1-ε C.L.,
if we scan N bins we can expect to find N·ε candidate signals.

20Which is reported erroneously in the original work, probably because of a typo.
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Figure 4.3: Optimal achievable scan rate in function of Q0/Qa for various values of λ ,
from [54]. The solid lines are the prediction using eq. (4.53), while the dotted lines are the
prediction for the scan rate using the approximated formulas for both noise and converted
axion power.

peak value over the interval β ∈[1.16,3.59], meaning that when the quality factor
of the cavity is dominated by the one of the axion there is a certain leeway in the
coupling choice.

Coming back to the general case, remembering that QL = Q0/(1+ β ) and
maximizing this expression in function of beta, we can find the optimal values of
the coupling for every fixed value of Q0/Qa and of λ . By substituting these values
back into eq. (4.53) we can then calculate the optimal scan rates, which are shown
for some values of λ and Q0/Qa in Fig. 4.3.

As we can see, the simplified formulas which are commonly in use are a good
approximation when the system noise is dominated by the external noise, but they
severely underestimate the scanning rate for lower values of external added noise,
especially for high unloaded cavity quality factors.

We also have to note that while this expression gives the nominal scan rate,
we must consider that in scientific runs several practical factors will impact on
this ideal result negatively. For example, some dead time after each frequency
change is always needed to ensure the system stationarity. In current haloscopes
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Table 4.1: Relevant parameters of the apparatus used to estimate the collected power
during the QUAX-aγ 2021 data run. The reported C factor is lower than the one that will
be calculated for the same cavity in the cavity-related section of this thesis (see Chapter
5) because the field profile of the employed solenoid is not ideal and falls off slightly at
the cavity extremities.

V B C νc QL β

1.064 dm3 8 T 0.02803 10.353 GHz 3 ·105 16

Table 4.2: Parameters employed in the estimate of a realistic value of σDicke for our
apparatus. We choose a system temperature Ts = 9.2 K as sum of 4.2 K contributed by the
thermodynamic temperature of the apparatus and of additional 5 K of added noise due to
the low temperature amplification chain. The value for the bandwidth ∆ν is equal to the
width of the axion line.

Integration time ∆t Bandwidth ∆ν Ts

3600 s 8.6 kHz 9.2 K

working at milliKelvin temperatures, the thermalization time of the tuning system
is typically the main bottleneck.

After this qualitative discussion it is time to give a order of magnitude estimate
of the axion power expected in our specific haloscope design: using the typical
apparatus and cavity specifications measured during the QUAX-aγ 2021 data run
(see Tab. 4.1), we obtain for the KSVZ axion (with coupling gaγγ =−0.97):

Psig ∼ 1.1 ·10−23W . (4.54)

This result is very small: this can be understood better comparing it with the
noise fluctuations that will be generated by our electronics and cables.

Assuming reasonable parameters for the noise temperature of the apparatus
(shown in Tab. 4.2), eq. (4.48) gives the order of magnitude of the expected fluc-
tuations:

σDicke ≈ 2.0 ·10−22W , (4.55)

which is four orders of magnitude lower then the noise expectation value and
a factor of 20 higher than what would be needed to reach KSVZ axion sensitivity
with the considered setup.
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Chapter 5

The TM030 cylindrical dielectric
cavity: a high frequency, very high
Q factor resonator

In the previous Chapter we have seen how the pivotal point of every haloscope ex-
periment is the cavity at its heart, especially as axion searches turn more and more
towards very high frequencies of the order of several GHz: at those frequencies
the performance of conventionally-used cylindrical cavities is severely degraded
(mainly due to the shrinking diameter of conventionally-used cylindrical cavities),
and various ways of improving cavity volume, quality factor and coupling to the
converted axions are being explored in the field of axion haloscope research. For
this reason, the main result presented in this thesis is the realization and testing
of a ∼ 10 GHz dielectric cavity with unprecedentedly high quality factor under
multi-tesla fields1.

In this Chapter we will firstly explain in Sec. 5.1 the guiding principles behind
cavity design, subsequently giving a brief panoramic of the cavities employed in
axion searches. Afterwards, the particular design we employed and its optimiza-
tion process will be discussed in Sec. 5.2-5.3. The experimental tests performed
on the cavity during the course of its development and the concomitant simulation
results will be detailed in Sec. 5.4. Lastly, we will present in Sec. 5.5 the results
obtained from the cryogenic cooling and testing under magnetic field of the final
design, along with the demonstration of a preliminary tuning mechanism based
on sapphire rods.

1I.e., Q0 of the order of several millions.
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5.1 Cavity design strategy and panoramic of cur-
rently proposed axion cavities

In order to understand how to proceed in designing an effective cavity for axion
research, we first need to find some kind of quantitative criteria that evaluates
its performance, at least as a rule of thumb. From what we have seen during our
derivation of the axion-induced signal in an axion-haloscope, it is obvious that this
criteria is the optimization of the scan rate. By only considering the cavity-related
factors in eq. 4.53, we can then obtain an approximation of the cavity figure of
merit F2:

F =C2
mnlV

2
(︃

Q0 Qa

Q0 +Qa(1+β )

)︃2

. (5.1)

This expression however has an important disadvantage: we wanted to find
a simple expression to roughly evaluate the performance of a resonator on the
fly, and instead got a complicated expression that not only depends on the ratio
between the quality factor of the cavity and the axion quality factor, but also on
the antenna coupling we choose3.

In order to obtain a simpler expression, we can analyze the dependence on Q0
in function of the ratio between Q0 and Qa:

• in the regime where Q0 ≪ Qa, the expression scales as Q2
0;

• when Q0 ∼ Qa, it scales roughly as Q0 (in that regime, it still holds that (1+
β )∼ 3, and with this substitution the scaling can be numerically verified by
plotting the expression in the range 1/

√
10 < Q0/Qa <

√
10);

• when Q0 ≫ Qa, the expression tends to a constant since in that regime,
1+β ∼ Q0/Qa.

Considering then that in a typical haloscope experiment the cavity quality factors
are much lower than the axion one, a much simpler and most useful rule of thumb
is thus to define the haloscope cavity figure of merit as

F =C2
mnlV

2Q0 , (5.2)

2Also known in literature ads the cavity scan rate factor.
3The choice of which itself depends on the cavity quality factor.
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which is frequently quoted in literature. Another parameter which is often used in
evaluating the performance of a cavity is its effective volume Ve f f :

Ve f f =CmnlV , (5.3)

which purely evaluates its axion power collection capabilities and is therefore
useful if we want to know how effectively the cavity is exploiting the space along
its length4.

Having then introduced a metric with which to rank the cavities, let us discuss
the various kinds of cavities that can be employed in an axion search.

An haloscope cavity must be operated under multi-tesla magnetic fields, pre-
venting the utilization of bulk niobium to reach extremely high quality factors
as is typically done in particle acceleration [55]. Consequently, the conventional
approach has been to use OHFC (oxygen-free high thermal conductivity) copper
right circular cylinder cavities. Those are able to yield relatively good quality
factors of the order of 105 at frequencies of 1 GHz or lower, but as previously
discussed struggle at higher frequencies. A most promising technology to reach
high Q resonators for haloscope search is based on utilization of films of high-
magnetic-field tolerant, type II superconductors such as Nb-Ti, NbSn3, YBCO
and ReBCO. Copper cavities sputtered with type II superconductors as NbTi and
NbTiN films have been investigated at liquid helium temperature under DC mag-
netic fields up to 6 T [56], and the results of this search show that almost a factor
6 is lost at 6 T starting from Q0 = 1.4× 106 measured at null field with a cavity
resonant frequency of 14.4 GHz, and rapidly decreasing for greater fields. Non-
etheless, the Q0 for this cavity at B = 2 T is still 5 times higher than in Cu, and
it has been used to probe axions[57].Low loss in 8 T magnetic field has also been
accomplished with a biaxially textured YBCO cavity resonant at 6.9 GHz, with
Q0 ∼ 3× 105 [58]. In this latter case, there is strong evidence that the greatly
predominant part of the loss in the cavity was caused by dissipation in the spaces
between the polygonal slices of YBCO tape composing the cavity (i.e., in the
metal alloy that composed the substrate) rather then in the YBCO itself, which
lends great credibility to future developments of this approach.

Aside from aiming at higher quality factors, a second strategy to probe for
heavier axions is to increase V by employing multiple cell cavities to efficiently
exploit the volume available in the bore of a superconducting solenoid [59], or
to use long filter-based rectangular cavities when big volume dipolar magnets are
available, as those that have been dismissed by LHC [36].

4In the case of conventional cylindrical resonators, or more in general for any resonator with a
well-identifiable axis.
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The highest frequency pathfinder run to date has been conducted using a cop-
per cavity resonant at 26GHz [38], even though in the 10-100 GHz frequency
range the main experimental thrust is driven by the MADMAX project [41], in
which a system of layers with alternating dielectric constants is used to obtain an
enhanced axion-photon conversion. In this range a new class of thin-shell cavities
has also been recently proposed [60] which would have considerable advantages
in both volume and tunability.

The dielectric cavity idea is based on dielectric materials properly placed in-
side traditional cylindrical resonant cavities, operated in TM modes of higher
order [61]. Proof-of-concept experiments, including demonstration of a tuning
mechanism, have been reported for a prototype Teflon-wedge dielectric cavity at
room temperature, following accurate design based on results from finite-element
modeling [62]. Highly pure aluminum oxide (99.7% Al2O3) was chosen as the
dielectric material in a work by a different group, that investigated at 4 K the mode
mixing of the TM030 mode with other cavity modes while tuning its frequency in
the range (7.02-7.32) GHz.

5.2 First iteration of the cavity
As anticipated in the title of this Chapter, the resonator presented in this work
addresses the high frequency challenge in haloscope detection by exploiting the
well-known dielectric resonator concept [61, 63, 64].

Unlike than in a standard design, in this approach the employed resonant mode
is not the TM010

5: by using dielectric materials inside the cavity higher order
modes can be exploited for axion detection [61], compensating the loss in form
factor with other advantages. In practice, the field profiles of higher-order res-
onant modes are properly modified by introducing dielectric structures that have
a shielding effect, reducing the magnetic field amplitude on copper walls. This
consequently reduces the dissipation and determines a remarkable increase in the
achievable quality factors. In addition, accurately placed dielectric material can
also be exploited to suppress the out-of-phase components that negatively impact
Cmnl when higher order modes are considered, helping to reduce the form factor
disadvantage inherent in such a choice of mode.

Proof-of-concept experiments, including demonstration of a tuning mechan-
ism, have been reported for a prototype Teflon-wedge dielectric cavity at room

5Which as we have seen is the optimal one for an empty cylindrical cavity.
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temperature, following accurate design based on results from finite-element mod-
eling [62]. Highly pure aluminum oxide (99.7% Al2O3) was chosen as the dielec-
tric material in a work by a different group [65], that investigated at 4 K the mode
mixing of the TM030 mode with other cavity modes while tuning its frequency
in the range [7.02-7.32] GHz, maintaining quality factors in the range 90000-
110000.

The particular dielectric resonator we employed was first designed by D. Ales-
ini [64]: the first prototype consisted of a couple of concentric, 220mm-long
hollow sapphire cylinders centered about the axis of a cylindrical copper cav-
ity, exploiting the 10.9 GHz TM030 mode of the cavity. As shown in 5.1, the two
sapphire shells result in a reduction of the amplitude of the outer field lobes and in
a simultaneous concentration of the mode in the internal cylinder. Using sapphire
represents the optimal choice in this kind of applications due to it possessing the
lowest known dielectric tangent loss at microwave frequencies [66][67], and to it
having fairly high dielectric permittivity (εr ∼ 11.5− 11.6 at room temperature
for the parallel component [68]). The cylinders were held in place by two 11 mm-
depth, 2 mm-width circular grooves carved in the copper endplates6. Additionally,
the endplates presented a central conical section facing the volume internal to the
inner sapphire shell, a typical expedient used to reduce losses in this portion of
the cavity.

Due to the changes in the shape of the mode induced by the cylinders, the
resulting pseudo-TM030 mode (which will be called from now on simply TM030)
presents then slightly higher form factor and dramatically higher Q factor7 when
compared to the original mode. The design was originally optimized for max-
imum quality factor using the Finite Element (FEM) simulations suite ANSYS
Electronics, and in particular its electromagnetic solver HFSS [69]. According
to the simulations, in the original configuration the effective volume of the mode
CV was of the same order of magnitude for the TM030 mode in the dielectric cav-
ity and the TM010 mode of a cylindrical copper cavity with same frequency and
length [64].

This first version of the cavity was tested at LNL (Laboratori Nazionali di Leg-
naro) with somewhat satisfying results, achieving quality factors of (150000±2000)
at room temperature and of (720000±10000) at 4 K.

However, the realized cavity presented several practical issues: the cylinders

6Such values of height and width, which are considerably larger than the measurements of the
sapphire, were chosen at 300 K taking into account the issue of copper thermal expansion, which
is not negligible and about tenfold that of sapphire.

7About two orders of magnitude.
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Figure 5.1: Longitudinal electric field and azimuthal magnetic field as a function of the
radial coordinate for the cavity with sapphire shells (continuous lines) and for an ideal
cylindrical cavity operating in the TM030 mode (dotted lines), credits to [64].

were both not regularly shaped as a consequence of the employed manufactur-
ing procedure, presenting slightly oval shape for both internal and external sur-
face, axes not aligned with one each other8, and various other small deviations

8And with the vertical direction.
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from ideality (see [64] for further details). Additionally, the cylinders were free to
move within the grooves, and as a consequence of the combination of these factors
the cavity parameters were not reproducible at every cooling run. Most import-
antly, heavy interference with a number of spurious modes was experimentally
observed, to the point that it negatively impacted on the expected quality factor of
the TM030 mode. Such an issue would severely hinder the use of this particular
iteration of the cavity in an axion search, and further optimization of the design
was unavoidable.

5.3 Cavity optimization methodology and FEM elec-
tromagnetic simulations

The optimization process consisted of a succession of experimental tests and FEM
simulations. In particular, the use of finite element methods to reproduce the tested
cavity represents a fundamental advantage over a purely test-heavy approach, al-
lowing the cross-checking of experimental results9 and the subsequent prediction
of the consequences of tweaks to the model.

The employed software was again ANSYS Electronics, and particularly the
Eigenmode setting of the HFSS Solver. Said software allows to easily design
even complicated models and most importantly supports geometry parametriza-
tion, which is extremely useful both in the optimization of the design and in the
modeling of frequency tuning and thermal contraction effects.

Given the rotational symmetry of the cavity, I chose to simulate a slice of it10,
setting perfect-H11 boundary conditions on the slicing planes. The choice of a
smaller angle than 2π has the effect of proportionally reducing the time spent on
each simulation, at the cost of only being able to simulate the resonant modes that
are compatible with the choice of the boundary condition imposed on the slicing
planes12. In the first part of the cavity development we also chose to further cut
the simulation time in half by neglecting the vertical symmetry breaking caused

9And thus either a confirmation of the goodness of the modeling, or the discovery of eventual
weaknesses in the modeling approximations.

10Usually either 10, 30 or 60 degrees, depending on the length of the simulated cavity and on
the minimal angle that allowed to still reproduce the entire cavity correctly, when endcaps that
were not exactly rotationally symmetric but still retained some symmetry were used.

11I.e., H perpendicular to the plane.
12So in this case, we will only be able to simulate TM modes.
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by gravity13: we only simulated half of the cavity and set perfect E boundary
conditions on the cut. The effect of the vertical symmetry breaking was then
checked for the final iteration of the cavity.

Due to the polygonal approximation of the circular shapes by the geometric
modeler, the simulated frequencies of the modes had a systematical relative up-
wards shift: for every circular structure the center of the sides was systematically
∼ 2% closer to the center than the vertices14. This is obviously equivalent to sim-
ulating a cavity with a smaller effective radius, close to the mean of the distance
between the center and the points of the sides, hence the ∼ 1% upwards frequency
shift.

In order to calculate the expected quality factors of the resonant modes, the
surface conductivity of copper at 300 and 4 K at 10.4 GHz15 was set as boundary
condition on the metal surfaces, and the respective expected values of the tangent
loss of sapphire were also assigned to the sapphire cylinders. The dielectric per-
mittivity of sapphire was instead set both at 300 and 4 K to the value measured at
4 K for our sapphire crystals, i.e. 11.2. The expected variation of this parameter
was again taken into account in the final model.

5.4 Cavity optimization process
The second iteration of the cavity was chosen to be twice as long as the original
one, with the space between the endcap surfaces growing from 200 to 400 mm16.
A complete redesign of the radial cavity measurements (i.e. radii and thicknesses
of the sapphire cylinders, and radius of the copper cavity) was needed, in light of
the slightly different resonant frequency and mostly because a longer cavity im-
plies a different optimal balance of dissipation between the walls and the endcaps:
for a longer cavity, the shielding provided by the sapphires of the external cavity
walls from the magnetic field of the mode needs to be higher, as a consequence of
their higher relative surface.

The geometric parameters were first all set to their original values for the 10.9
GHz cavity and rescaled to 10.4 GHz, and were then varied one at a time, taking
inspiration from perturbation theory. During this phase, the observed parameters

13Together with the need to leave some vertical tolerance in order not to crack the sapphires
during cooling.

14That were positioned at a radius corresponding to the nominal one.
15I.e, the frequency of the cavity presented in this work.
16The sapphires consequently had to be 420 mm long.
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were typically the figure of merit and the quality factor of the mode: once mode
crossings were taken into account, both those parameters usually varied smoothly
with the changing of the geometrical measurements, assuming a downward para-
bolic shape when plotted.

As previously noted, the resonant frequency of the TM030 mode is determined
to order one by the inner radius of the inner cylinder: in comparison, the variation
of the other parameters had much weaker influence on the resonant frequency17.
As a consequence, this was the first parameter to be optimized and then was never
touched again18.

Subsequently all the other parameters were optimized in succession by max-
imizing their figure of merit, with the trick to repeat the whole optimization pro-
cess several times, each time starting with a different parameter and then optimiz-
ing the others. In this way several sets of similar parameters with similar figures of
merit were obtained. The best two were chosen and their parameters19 averaged,
and then the optimization procedure was repeated once more with smaller length
steps20.

Having now obtained a set of optimal geometric parameters, the first issue
that needed to be tackled was the determination of the allowed tolerances for the
sapphire measurements. Given that the frequency needed to fall between 10.2 and
10.5 GHz to be able to utilize the cavity with our electronic setup, the cavity was
rescaled to 10.35 GHz and the a safe value of the tolerance on the inner radius was
set to ∼ 0.1 mm, to give about 100 MHz of margin on the cavity frequency.

Crystal tubes with these measurements were then grown using the Stepanov
(EFG) method by Rostox-N Ltd (Russia) [70]. Pure sapphire raw materials (at

17In particular, among those other parameters the thickness of the sapphire cylinders has the
most influence on the frequency, as expected from a simple optical path reasoning. The radius of
the cavity itself then also had some influence, with the radius of the external cylinder having much
weaker impact on the frequency, and mostly acting on the quality factor of the mode.

18Though a series of simulations of small variations of this length, alone or along other para-
meters, was done at the end of the optimization process. This was done to ensure that we did not
fall into a local minimum and to check whether a further improvement of the figure of merit at
constant resonant frequency was possible by increasing the radius and decreasing the thicknesses
of the cylinders, or vice-versa.

19Which were already very close.
20This time however the parameters were optimized only once, first the inner cylinder thickness,

second the outer cylinder thickness, then its radius and finally the cavity radius. The reason why
the same procedure as before (i.e switching the order of the parameters to be optimized to end up
with several parameters) was not repeated is that by scanning the variations of the figure of merit
for each parameter, every parameter was already close to the maximum of the curve at the starting
value.
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least 99.99% Al2O3) are melted in a crucible made of Molybdenum (2050 ◦C
temperature) and the melt is then pulled through a ring-shaped Molybdenum com-
ponent to obtain a sapphire tube. As already done for the previous ones, the tubes
were then measured at LNF (Laboratori Nazionali di Frascati) and were deemed
as being within the acceptable tolerances. The measurements of the cylinders,
with the relative uncertainties, are reported in Tab 5.1.

rint (mm) rext (mm)

Internal Cylinder (21.70±0.15) (26.45±0.05)

External Cylinder (41.92±0.15) (45.64±0.05)

Table 5.1: Dimensions of the cylinders as measured at LNF, with the relative uncertain-
ties.

The cylinders were then mounted in a new 400 mm-height, 57 mm-diameter
cavity realized according to the optimal specifications obtained from the simula-
tions. The cylinders were held in place by the same kind of 2 mm-wide, 11 mm-
tall grooves in the endcaps as in the original design. In order to reproduce the
expected situation at 4 K, none of the tolerances needed to accommodate for cop-
per contraction were added.

The cavity was then measured at room temperature using a Vector Network
Analyzer (VNA), the transmission measurement revealing a multitude of "spuri-
ous" modes interfering heavily with the working mode, to the point that the latter
was not even identifiable with absolute certainty21.

By moving the cavity (and consequently modifying the position of the sap-
phires within the grooves) it was discovered that the spurious mode background
was very sensitive to the position of the cylinders. However, in each of the posi-
tions that we were able to reach without opening the cavity the density of spurious
modes was still too high for any kind of clean measurement to be made. To test the
hypothesis that the asymmetry in the position of the sapphires within the grooves
was the cause of this issue, a system was devised that would allow to control the
x and y position of the cylinders on both the top and the bottom of the cavity22.

21Though quality factor and expected frequency allowed to identify a likely candidate.
22The system moved the cylinders by using ballbearings pushed by screws, with springs posi-

tioned between them in order to avoid damaging the cylinders.
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However, while slightly improving the mode crowding issues and providing some
useful insight23, even this solution failed to completely remove the issue. Due to
the strong coupling between the spurious modes and the studied one, its quality
factor oscillated between ∼100,000 and 230,000 at this point.

In order to unequivocally identify the mode of interest at room temperature,
bead perturbation techniques [71] were used. By translating a small dielectric
bead (alumina) on a Kevlar line positioned along the axis of the cavity (manually
controlling the movement through a micrometric stage), we verified that for the
mode that was expected to be the TM030 mode the shift in frequency introduced
by the bead was constant as a function of longitudinal distance. Monitoring the
number of times the frequency shift went to zero (which happens at the nodes of
the electric field of the modes), we were also able to identify the next longitudinal
higher order modes as well, as shown in Tab. 5.2.

Mode ν (GHz) νsim (GHz)

TM030 10.3255 10.3533

TM031 10.3704 10.3931

TM032 10.4549 10.4718

TM033 10.5854 10.5902

TM034 10.7463 10.7457

Table 5.2: Frequency ν of the TM03n modes identified using the bead pulling technique.
νsim gives the frequency expected (at 4 K) according to the simulations. Mode quality
factors are not reported due to them being heavily affected by the (random) coupling to
nearby spurious modes and because the coupling of the (fixed, and not yet fully optimized)
antennas was not guaranteed to be weak for all of the modes24.

The cylinder movement system, while not successful in solving the problem
altogether, had at least shown that the cylinder position asymmetry only caused
an aggravation of the spurious mode problem. However, due to the strong effect
minimal cylinder position adjustments had on the spurious mode background, the

23For example, that the axis of the cylinders was most likely very close to vertical, since both
the spurious mode background and the quality factor of the mode presumed to be the TM030
always improved whenever the top screws were released, leaving gravity to align the cylinders in
accordance with the bottom position.

61



main hypothesis at this point was that the very presence of the grooves was the
cause of the issue. In order to test it, the endcaps were modified by cutting away
10 mm of the grooves, leaving only 1 mm grooves in the endplates.

This cavity configuration proved to be much better, with the sequence of the
TM03n modes being immediately recognizable (see Fig. 5.2).The spurious modes
were now barely visible, and the cavity proved to be resilient to even drastic cylin-
der alignment changes25. The TM030 mode was found at 10.32601 GHz and had
unloaded quality factor Q0 = 411000 at room temperature.

Figure 5.2: 1-GHz span panoramic around the TM030 mode of the S21 for the cavity with
1 mm grooves. The ordered series of well-coupled TM03n modes is clearly recognizable
in the right part of the figure. In the left part some spurious modes with lesser coupling
are visible.

While work was underway to try and design a better solution, it was decided
to attempt a cryogenic cooling to liquid nitrogen temperature26. However, due

25For example, the changes between the cavity being vertically aligned or lying horizontally on
a table were completely negligible.

26We note that at 77 K more than 90% of the linear contraction in copper from room temperature
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to the expected vertical copper contraction of about 2.5 mm, the 1 mm grooves
would never work. In the hope of minimizing the perturbation of the mode, it was
decided to use a cavity with two 3 mm-tall "teeth" (one sharp and one flat, see
Fig. 5.3) rather than increase the depth of the grooves to 3 mm. Testing at room
temperature of this configuration (with tolerances for the cooling already built in)
seemed to yield good results, with the TM030 mode being observed at 10.32735
GHz with unloaded quality factor of Q0 = 385000. However, during the cool-
ing run two effects were observed: the first was an increase of the coupling of
the cavity mode with the residual spurious modes when the different rates of fre-
quency shift in function of the temperature variation brought them close enough;
the second was a reduced improvement in the quality factor than expected, even
when the mode was free from interference with other modes. The highest ob-
served Q factor was about 540,000 at ∼86 K, with the mode interfering with a
spurious mode at lower temperatures. A second cooling run performed using li-
quid helium was then performed, reaching Q= 712000 at 4 K with the mode being
unperturbed. Since an improvement of at least a factor of 5 was expected (due to
the improvement in copper conductivity alone), this result was surprising.

A simulation of the cavity with the endcaps in this configuration was devised,
with the results being shown in Fig. 5.3. The simulation shows that (in comparison
with a cavity with perfectly flat endplates) the addition of the teeth27 causes a de-
formation of the mode, with the electrical field lobe concentrating at the two cavity
ends rather than being approximately uniform over the whole cavity. Analogously,
the teeth cause a concentration of the magnetic field lobe near the endcaps, result-
ing in the formation of a region with very high dissipation in correspondence of
the base of the internal sapphire cylinder and strongly limiting the quality factor
of the mode at about 800,000 at 4 K, a value consistent with the observed one.
In the absence of a simulation of the same cavity in the asymmetrical, room tem-
perature configuration, the reason of the high Q factor in those conditions is not
understood, but given the fact the mode was "clean" at both room temperature
and 4 K, and that the losses in both sapphire and copper both improve by more
than a factor of two, the cause most likely resides in the change in the geometrical
configuration of the cavity28.

has already happened, hence testing a configuration at lN2 basically ensures the viability of the
design at 4 K too.

27Likely, the addition of the internal one.
28A possible explanation may be that the shift of the concentration of the field towards the two

ends happens only when the sapphire cylinder faces both of the teeth for a sufficient length, in
which case at room temperature the dissipation would be much lower.
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Figure 5.3: Comparison between E, H fields and surface dissipation for the TM030 mode
between the cavity "with tooth" and with flat endcaps. Subfigure a) shows the model of the
cavity "with tooth" at the left (the cavity is depicted in light yellow, with the two sapphire
cylinders in light blue). Subfigure b) shows the superficial dissipation for the cavity "with
tooth", while the same quantity is shown in subfigure c) for the cavity with flat endcaps
(note the dramatically different values in the colour scale). The second row shows the
longitudinal electric field: subfigure d) shows a panoramic of the field distribution over the
full (half-)cavity "with tooth", with a detail of the E field distribution at the endcaps being
displayed in subfigure e), and subfigure f) showing the comparison with the electric field
distribution for the cavity with flat endplates. The third row shows the analogous views for
the azimuthal magnetic field H. All colour scales are normalized to the maximum value
of the dissipation/field intensity.

5.5 Final design and experimental results
Since both the grooves and the "teeth" had failed to provide a practically workable
prototype, a redesign of the endcaps was needed. As shown in the simulation in
Fig. 5.3, a perfectly flat endcap would give drastically lower dissipation while
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hopefully drastically cutting down the spurious mode density. As a consequence,
we chose to go ahead with the groove-less design and found another way to keep
the cylinders aligned. In this new configuration, the cylinders are held in place by
two triplets of 2 mm-diameter, 4 mm-height cylindrical teflon pins set externally
to the sapphire cylinders as shown in Fig. 5.4 (a) and (b). The teflon pins are
sufficiently thin and with sufficiently low permittivity and loss tangent as to not
significantly modify both mode shape and Q factor.

Since the full length of the tubes can now be exploited, the cylindrical body of
the final cavity is then about 420 mm long29 and has 57 mm-diameter, for a total
cavity volume V of 1.0776 l30.

In order for the cavity to be more useful in the context of the QUAX-aγ de-
velopment process, the design needed to include a way of tuning the resonant
frequency of the mode. To this end each endcap was fitted with three symmetrical
holes that allowed the simultaneous penetration of 2 mm-diameter sapphire tuning
rods (shown as light blue bars in Fig.5.4 (b)).

A simplified simulation using the longitudinally symmetrical model and token
parameters was first performed, giving excellent results in terms of cavity losses,
with an estimated Q0 of ∼ 8.2 · 106 at 4.2 K. In Fig. 5.4 (c) and (d) we show the
magnitude of the electric field and the surface loss profile of the TM030 in the cop-
per walls respectively. In both cases the values of field amplitude and dissipated
power are relative to a total energy stored in the mode of 1 J.

An interesting insight from the simulation is the critical importance of the
cavity layout featuring the two 6 mm-long, conical end caps to reduce current
dissipation at interfaces when extremely high quality factors are targeted. For
instance, dissipation in the endcaps (shown in Fig. 5.4 (e)) for the mode of interest
is limited to 16% of the overall dissipation due to copper finite conductivity. For
comparison, without this mode smoothing structure, the quality factor obtained
from simulations is a factor of about 10 times lower.

Despite this extremely good preliminary result, the full impact of this new
solution could only be gauged with a more accurate simulation taking into account
the variation of the various parameters with temperature and the symmetry break-
ing caused by gravity31. For this reason a 60 degree slice of the full, longitudinally-
asymmetrical cavity was simulated at multiple values of temperature, with the aim
of validating the concept. This also ended up providing an useful framework to

29Precisely, it is 423 mm long at 300 K, leaving ≈ 0.5mm tolerance between sapphires and
endplates at 4 K.

30At 300 K, which reduced to 1.064 l at 4 K.
31With the cylinders resting on the bottom endplate and leaving some empty space above.
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Figure 5.4: (a) Cavity model (not to scale) and relevant dimensions, with the teflon pins
shown in orange. (b) 3D cavity model (to scale, half length) with copper external cylinder
(light yellow), sapphire tubes (violet), teflon pins (red) and the sapphire rods employed
for tuning the cavity frequency (light blue). (c) Electric field profile of the TM030 mode
and (d) surface loss calculated via FEM simulations for a fraction of the overall cavity
volume. (e) Surface loss in the cone structure.

interpret the results of cavity cooling runs: as a matter of fact, a better under-
standing of how each cavity component contributes to the overall losses and in
turn influences the quality factor can be obtained by measuring Q0 and f for sev-
eral values of temperature in the range (4-293) K, and comparing the experimental
data with results from the simulations. A good correspondence between the two
series can only be accomplished if and only if for each temperature value both the
copper conductivity and the loss tangent of sapphire are correctly chosen, so both
accordance and discrepancies are source of information in this regard.

An important note is that after the conclusion of the experimental tests, the
length of the simulated cavity was deliberately shortened by about 4.3 mm (∼
1%) with respect to the actual cavity, because in the simulated results a spurious
mode (not observed in the experimental tests) mixed with the studied one at liquid
helium temperatures. Such a small shortening of the cavity has little to no effect
on both the cavity frequency32 and the cavity quality factor33 of the studied mode,
while it impacts at order 1 on the frequency of all modes whose frequency is
mainly determined by the length of the cavity34. The particular choice of a shift
of order 1% was motivated by the observation that the shift in frequency due to the

32Which ideally for the TM030 mode shouldn’t depend at all on the cavity length, due to the
mode having no node in the z direction.

33Since the fractional change in the surface of the side walls is small.
34And consequently, basically on all modes that can couple with the studied one.
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polygonal approximation of the geometry during the meshing process35 had that
same value. Consequently, shifting all spurious modes towards higher frequencies
of the same quantity restores a situation closer to the real one.

The cavity was fitted in the QUAX-aγ experimental setup36 and underwent
cooling to liquid helium temperature. Exchange helium gas was added to the
vacuum chamber before the start of the cooling to improve thermalization. Two
different cooling runs were performed, one with and one without the tuning mech-
anism. The cavity temperature was monitored by means of a thermometer calib-
rated to within 1 K which was secured to the upper cavity endcap by means of a
screw, thermal contact being ensured through the use of a dedicated cryogenic fat.
We measured the resonant frequency of the TM030 mode and its quality factor by
recording at a VNA the S21 scattering parameter under weak coupling condition
to both the coaxial antennas.

In table 5.3 we report the parameters and results from the simulations, together
with the corresponding experimental data.

5.5.1 Parameters employed in the simulations
At each temperature, the value of the thermal expansion coefficients of copper
were obtained from Ref. [72], while the analogue quantity for sapphire was found
in Ref. [73], allowing to accurately model the cavity geometry at each temperat-
ure.

The surface conductivity of copper σCu has been computed at 10.4 GHz in the
anomalous skin depth regime according to Ref. [74]. We report it in the second
column of Tab. 5.3 as σCu.

A completely different predicament hit us trying to set the expected values for
the loss tangent of sapphire. In fact, the loss tangent at fixed temperature can signi-
ficantly vary depending on both crystallographic orientation and the concentration
of impurities and/or dislocations, with tangent loss values as low as 10−10 having
been reported in sapphire at cryogenic temperatures [66]. In the simulations we
use the values reported in table, taken from Ref. [75], corrected to account for the
different frequency (see Ref [67]).

We also considered the temperature dependence of the dielectric permittivity
εr as reported in Table 5.3, where the values in the third column have been calcu-
lated starting from the value we measured at 4.2 K (εr = 11.2) and rescaling the

35See Sec. 5.3.
36Which will be described in Sec. 6.1.
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T (K) σCu (Ω
−1) εr tanδ f (GHz) C030 QSapph QCu Q0 Q0,exp

293 37.75 11.440 4.87·10−6 10.4468 0.0321 1.21·106 2.04·106 7.60·105 6.17·105

260 40.55 11.389 3.93·10−6 10.4529 0.0321 1.50·106 2.18·106 8.88·105 7.28·105

230 43.70 11.349 2.88·10−6 10.4576 0.0321 2.05·106 2.35·106 1.09·106 8.08·105

190 49.34 11.295 1.81·10−6 10.4638 0.0320 3.26·106 2.64·106 1.46·106 1.09·106

160 55.53 11.260 7.84·10−7 10.4676 0.0320 7.51·106 3.02·106 2.12·106 1.48·106

125 67.57 11.229 2.56·10−7 10.4711 0.0320 2.29·107 3.58·106 3.09·106 2.19·106

100 84.17 11.213 8.87·10−8 10.4729 0.0320 6.62·107 4.47·106 4.15·106 2.80·106

77 114.7 11.204 2.48·10−8 10.4738 0.0320 2.37·108 6.10·106 5.88·106 3.33·106

50 174.6 11.201 7.52·10−9 10.4744 0.0320 7.82·108 9.29·106 9.02·106 4.63·106

25 205.2 11.200 5.34·10−9 10.4745 0.0321 1.10·109 1.09·107 1.06·107 5.48·106

4.2 207.0 11.200 1.19·10−9 10.4745 0.0321 1.03·109 1.10·107 1.08·107 6.23·106

Table 5.3: Comprehensive table of simulation results. The first 4 columns report the temperature T ,
the conductivity of copper σCu, the permittivity of sapphire εr and its tangent loss tanδ respectively.
The next five show the simulation results; in order, we have the cavity frequency f , the form factor
C030, the quality factor of the sapphires QSapph (i.e., the quality factor of a cavity where the only lossy
part would be the sapphires), the quality factor of copper QCu (same, but with copper), and the total
quality factor Q0. Losses in copper and in sapphire were quantified by respectively running a model in
which tanδ is set to null value, and another model with lossless cavity walls. The last column reports
for comparison the measured unloaded quality factor Q0,exp at the same temperature37.

data reported in Ref. [68].
As concerns the teflon screws, their contribution to both overall cavity loss

and cavity frequency can be neglected. In fact, by attributing a very conservative
value of tanδ = 10−3 to teflon at room temperature a quality factor of 5.8× 108

is obtained in the modeled cavity with lossless metallic walls and dielectric cylin-
ders. This means that thanks to the extremely strong confinement of the electric
field around the cavity axis the dissipation in teflon is at least 50 times less than
the order of magnitude of the expected total losses in the cavity38.

38I.e., we can completely neglect the contribution from teflon dissipations.
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5.5.2 Measurements in the (4.2-293) K temperature range
Fig. 5.5 shows the unloaded quality factor measured at different temperatures in
the range (4.2-293) K, together with simulations results. Remarkable correspond-
ence is evident between the two runs, demonstrating both repeatability and that
the addition of the holes for the tuning bars doesn’t perturb the cavity39. Devi-
ations from the data trend are observed when the TM030 mode mixes with other
cavity modes.

While the discrepancy between the experimental data and the simulation res-
ults is within 20 % at room temperature, an increasing deviation is observed when
the cavity is cooled down, suggesting that the dielectric losses in sapphire play a
role also at low temperature.

As shown in the inset of Fig. 5.5 the overall frequency shift of about 26 MHz
predicted by the simulations for the temperature change from 293 K to 4.2 K, is in
good agreement with the experimental results.

An interesting topic of investigation is whether the frequency shift is primarily
caused by the geometrical changes in the cavity or by the variation of the permit-
tivity of sapphire. To clarify this issue we performed a small series of simulation
on the cavity at 4 K varying the permittivity of sapphire while the cavity model
itself and all other parameters were left unchanged. In table 5.4 we report the
simulation results for few values of εr including the values expected at 293 K and
4.2 K. As can be inferred by comparison of the simulation results in Table 5.3 and
in Table 5.4, we can ascribe a 19 MHz frequency shift to the sapphire permittivity
change when the cavity is cooled from room temperature to 4.2 K.

The additional shift of 9 MHz is instead determined by variation of the cavity
geometry due to the differing thermal expansion coefficients of copper and sap-
phire. Moreover, simulation results in Table 5.4 show that quality factor and form
factor are not significantly affected by εr temperature changes.

According to the simulations reported in Tab. 5.3, this resonator is expected
to have a quality factor as high as 11× 106 at liquid helium temperature, calcu-
lated with parameters tanδ = 1.19×10−9, εr = 11.2 and surface copper resistivity
0.00483Ω. The experimental data without applied magnetic field do not fully ful-
fill this promise, showing a40 Q0 of 6.2× 106. The form factor, which can only
be calculated through FEM modeling, is fixed to C030 =0.032 as shown in table
5.3 and 5.4. The C030V product is thus only 34.6 cm3, only about a fifth if com-
pared to 164.6 cm3 for the TM010 mode of an empty cylindrical cavity with the

39As expected from the simulations
40still very respectable.

69



Figure 5.5: Temperature dependence of the unloaded cavity quality factor. The light
blue circles and black cross correspond to data series acquired during the two different
cooling runs. Red diamond data points are the values of quality factors obtained from the
simulation. Inset: Temperature dependence of the TM030 mode frequency. Note that the
resonant frequency values obtained from the simulations have been shifted by 121 MHz to
match the value measured at 4 K. The observed shift is originated from the combination of
the uncertainty on the inner cylinder measurements and the systematic upwards frequency
shift effect that we discussed in Sec. 5.3.

same length resonating at 10.4 GHz. However, the decrease is more than com-
pensated by the gain in quality factor with respect to the one of a standard cavity,
which would have Q0 ∼ 9×104, a factor of 100 less. The ratio between the two
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εr f
(GHz)

C030 QCu QSapph Q0

11.44 10.4556 0.0324 1.14·107 4.98·109 1.11·107

11.3 10.4666 0.0322 1.10·107 4.96·109 1.10·107

11.2 10.4745 0.0321 1.09·107 1.03·109 1.08·107

11.1 10.4825 0.0319 1.07·107 1.21·109 1.06·107

Table 5.4: Simulation of the cavity at 4.2 K for different values of εr. The cavity fre-
quency changes by 19 MHz (relative change ) using the values reported in table 5.3 at
room temperature and 4.2 K, while Q0 and ν are not significantly influenced.

estimated sensitivities is then41:

C2V 2Q0

C2V 2Q0|Cu
=

(︃
34.6

164.6

)︃2

· 1.1 ·107

9 ·104 = 5.4 , (5.4)

so our cavity should be about a factor of 5 better in scan rate than a standard
copper cavity.

Coming back now to the cooling run data, we will attempt a more detailed
interpretation of the results. Due to the losses in the various cavity components
being additive, their effect on the quality factor can be estimated through the sim-
ulations according to

1
Q0

=
1

QCu
+

1
QSapph

= Rs/G+ tanδ , (5.5)

where G is a constant that can be calculated depending on the cavity geometry and
the chosen mode, Rs is the copper surface resistance and tanδ is the tangent loss
of sapphire. Here, QCu and QSapph are the quality factors of the modeled cavities
with losses taking place entirely in copper or in sapphire, respectively. For this
reason in Table 5.3 and in the plot of Fig. 5.6 we decouple the losses in copper and
sapphire.

In Fig. 5.6 the simulation results show that at room temperature the losses in
sapphire exceed those in copper, but they are expected to decrease quickly due to

41Employing the simulated values for both.
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Figure 5.6: Inverse unloaded cavity quality factor (black dots) compared to the total dis-
sipation expected in the cavity according to the simulation (bars). The orange part of each
bar represents the part of the dissipation which happened on the copper walls according to
the simulation, while the blue part is the corresponding losses in the sapphires. The green
line is the copper surface resistivity at the cavity frequency, calculated taking into account
the anomalous skin effect, and normalized to the red column at 4.2 K.

the loss tangent rapid drop. We note that the simulated losses in copper closely
follow the calculated surface copper resistivity trend (green dashed line in Fig.
5.6), meaning that the difference in wall dissipations due to the geometrical con-
tractions in the model are negligible. The quality factor of the modeled cavity
saturates to 11 millions once below about 25 K, as at this point the copper con-
ductivity does not vary significantly. Since this latter part is not model-dependent,
yet is not reproduced experimentally42, we can safely conclude that the cause of

42And since we already demonstrated in the simulations that the geometry variation during the
cooling has not any significant influence on the cavity quality factor.
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the lower Q factor at cryogenic temperatures lies in higher losses than expected in
the sapphire.

5.5.3 Measurements at liquid helium temperature in high mag-
netic fields

After the second cooling, we energized the 8.1 T Nb-Ti superconducting magnet
of the QUAX apparatus and monitored the cavity parameters under strong applied
magnetic field. Fig. 5.7 reports the results of the test for both the quality factor of
the TM030 mode and its frequency.
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Figure 5.7: Unloaded quality factor of the TM030 mode vs applied magnetic field. Dia-
mond data points were acquired during magnetic field rampdown. Inset: Corresponding
frequency shift.

Different regimes can be identified in the measured quality factor vs B-field
plot: a rapid increase up to 0.8 T, a knee between 0.8 and 2 T followed by a small
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growth that continues to about 3 T. For values exceeding 3 T, a quality factor of
about 9 millions is recorded, with a ≈ 50% increase on the value at null field.

Remarkably, the measured maximum value at 8 T is only about 20% lower
than the value expected from the simulations, lending further strength to the hy-
pothesis that dielectric losses in the sapphire could not be neglected compared to
those in copper at null field. Indeed, the unexpected increase of quality factor in
the presence of intense magnetic fields can be attributed to the magnetic properties
of the dielectric cylinders, and in particular to their impurity content. In fact, even
high purity sapphire crystals are known to host a number of paramagnetic impur-
ities such as Cr3+, Fe3+ and Mo3+ [76, 77]. Additionally, the present sapphire
tubes have been annealed in vacuum at a temperature of 1900 C degrees to relax
internal stresses, and it is well-known that the presence of V2+ spin ensembles is
also expected when the crystal has been subjected to radiation treatment or anneal-
ing procedures[76]. Even at concentrations as low as parts per billion, impurities
can be detected and investigated by identifying avoided crossings between their
electron spin resonances (ESR) and photonic whispering gallery modes [76, 77].
Measured properties such as the zero field splitting, and the Landé g factors are
obtained through the gradient of the frequency dependence on magnetic field of
detected ESR transitions d f/dB = gµB/h̄, with µB being the Bohr magneton.
For instance, reported spin transition lines at zero field for Fe3+, Cr3+ are at
12.03 GHz and 11.45 GHz respectively, while 8 lines in the range 8.7− 10.4 are
attributed to the ion V2+. All of the lines are coincidentally close to our working
frequency, and depending on the linewidth of the ESR they could couple to the
working mode. With the application of a magnetic field, these absorption lines
are then tuned away from the TM030 cavity mode at the rate ∼ 28 GHz/T for Cr
and V impurities, and even faster for some transitions in Fe [76]. Therefore, we
might expect that already at a few Tesla magnetic field amplitude, the related dis-
sipative channel is significantly suppressed, giving a plausible explanation of the
observed Q0 vs B data trend.

5.5.4 Tuning
The last test performed on the cavity regarded its cryogenic tuning capabilities.
Two micrometers connected to two thin steel cables allowed us to displace the
triplets of 2 mm-diameter sapphire rods relative to the top and bottom cavity en-
dcaps. Whenever possible, the two triplets were adjusted in close to symmetrical
positions in order to tune the cavity frequency while reducing the asymmetry in

74



the resulting mode43. As shown in Fig. 5.8, we were able to shift the TM030 mode
frequency by up to 1.2 MHz without majorly impacting the quality factor.

As also shown in Fig. 5.8 (d), the minimum repeatedly achievable shift was of
less than 1 kHz, which is comparable with the cavity bandwidth and much less
than the Standard Halo Model axion linewidth.

Despite its high efficacy in terms of mode frequency control, this tuning scheme
however provides limited frequency tuning range: not only there is a practical
limit to the length of the sapphire bars (since they need considerable empty space
in the vacuum vessel over and under the cavity in order to be housed when they’re
fully extracted), but once the tuning becomes greater than few tens of MHz the
form factor of the mode starts declining sharply. For this reason this tuning mech-
anism was only useful for a limited scan such as the one described in this work.

A tuning scheme for cavity presented in this work that promises both very high
tuning range (of the order of several hundreds of MHz) and good execution sim-
plicity has however already been described in [64]; therein the internal sapphire
tube is substituted by two half-hollow cylinders that allow for tuning the TM030
frequency up to about 500 MHz when moved apart along the radial direction [64].

43And the consequent drop in form and quality factor.
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Figure 5.8: Cryogenic frequency tuning. (a) Measured Q0 values exceeding Qa and (b)
maximum 1.2 MHz frequency shift obtained. (c) Picture of the rods positioning system
(top). Tuning is accomplished by displacing triplets of 2 mm-diameter sapphire rods re-
lative to the top and bottom cavity endcaps. The triplets are anchored to copper blocks
hanging on steel wires, that allow for controlling the rods position inside the cavity with
an external micrometer. (d) Fine tuning. 1 kHz is the shown minimum frequency shift.
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Chapter 6

Experimental setup, calibration
procedure and data acquisition

In this Chapter we will finally give a description of the employed experimental
setup. In Section 6.1 we will give a detailed characterization of the experimental
scheme, noting the differences between its configuration for the cavity measure-
ments already detailed in the previous Chapter and for the measurement of the
axion-photon coupling constant1. Section 6.2 will then describe the particular
calibration procedure possible in this setup. Finally, Section 6.3 will detail the
employed data-taking procedure.

6.1 The QUAXaγ 2021 experimental setup
The employed experimental setup (whose technical design is shown in Fig. 6.1)
is composed by:

• An ensemble of cryogenic vessels and cooling fluids that keeps the cavity
and amplifiers at a temperature as low as possible, which is a fundamental
element of every axion haloscope setup. In this endeavor, the QUAX col-
laboration is heavily facilitated thanks to the presence of a Helium recovery
and liquefaction system at LNL, allowing us to cool the cryogenic part of
the system by placing the vacuum chamber it is enclosed in a ∼2m tall com-
mercial cryostat which is then directly filled with liquid helium. This does

1Subject of the following Chapter.
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Figure 6.1: Technical design
of the QUAX 2021 experi-
mental apparatus. The walls
of the cryogenic dewar are in-
dicated by the dashed volume
at the edges, while the walls
of the vacuum chamber are in-
dicated by a solid black line.
The 8 T magnet here appears
coloured in red, with its bore
coloured yellow to signify the
presence of a magnetic field. In
the middle of this bore stands
the resonant cavitya. The or-
ange volume on top is the com-
pensation magnet shielding the
electronics residing in its bore.

aThe cavity depicted in the
technical design is a different one
from the one described in this
work, which is why the radial pro-
portion is not to scale.

away with the need for any active cooling device such as cryocoolers, and
with any vibration they might have added to the system.

• A cylindrical superconducting Nb-Ti magnet, shown in Fig. 6.2 was dir-
ectly immersed in the liquid helium bath and was capable of generating a
magnetic field of up to 8.1 T with corresponding flowing current of 93.19
A. A smaller, superconductive NB-Ti magnet designed to shield the elec-
tronics from the field generated by the primary magnet was connected in
series to it.

The magnet was controlled by means of a current generator (Ultra Precision
Current Generator PCG 1251) which was designed and built by the electron-
ics laboratory of the Padua University, allowing us to control the flowing
current with mA precision up to a maximum flowing current of 125A . Ad-
ditionally the generator was capable of rising and lowering the current at a
specified rate, a key feature since too high a gradient could lead to a magnet
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(a) Picture of the 8 T magnet
(black) with the compensation
coil on top (its wires exposed to
the sight).

(b) Magnet technical specifications.

(c) Wiring diagram of the magnet.

Figure 6.2: Magnet picture and specifications provided by the producer.

quench.

• Safety devices: due to the high energy stored in the magnet when at high
field, some safety precautions were needed. The generator included a sys-
tem to constantly monitor the potential drop across the whole circuit of the
magnet; in the case of a sudden increase of this value, indicating the start of
a magnet quench, the generator would then be able to counter it by actively
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reducing the flowing current.

An emergency valve was fitted to the flange of the cryostat which would
open once the overpressure inside the vessel reached a certain threshold and
would allow to vent out the gas. Additionally, the flange of the cryostat
was held in place by some screws that only restricted its horizontal motion,
letting its own weight2 close the cryostat. In case of a gas pressure buildup
overcoming the capabilities of the valve, the lid of the cryostat would then
be able to open and vent out the gas.

• A vacuum chamber which contained the low-temperature part of the appar-
atus and was evacuated down to 10−7 mbar before the cooling using a two
stage pump. In particular, the first stage was a scroll pump operating dir-
ectly from 1 bar while the second stage was a turbomolecular pump which
was activated once pressures corresponding to low vacuum were reached by
the scroll. This combination allowed us to create high vacuum conditions
inside the tube and the connected chamber. Once those conditions were
maintained for a sufficient amount of time [O(hours)] a re-entry of about 20
mbar of He3 was performed with the aim of enhancing the thermalization
rate of the cavity and of the innermost part of the apparatus.

• Structural elements, coupling and resonant frequency tuning devices: an-
other important feature of the setup was the capability to mechanically move
several objects at the very core of the setup. Three 0.1 mm diameter, ∼2m
long steel wires were connected to three micrometers on the top of the va-
cuum chamber’s flange and allowed us to manually control the position of
the cavity’s tunable antenna and of both the canisters holding the sapphire
tuning bars, giving us control on both the resonant frequency and the coup-
ling to the readout line of the TM030 mode.

Figure 6.4 shows a detail of the cryogenic part of the apparatus, with the
bars holding the cavity visible in the foreground. The cavity is held in a
vice mounted near the bottom of the two copper bars supporting the whole
system, so that its position once the vacuum chamber is inserted into the
cryostat is at the center of the magnet bore. The two canisters holding the
tuning sapphire bars are visible, along with the cables connected to the two
cavity antennas. The two thick steel bars passing through the vice holding

2Together with the one of the vacuum chamber.
3At 300 K.
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Figure 6.3: Panoramic of the 2021 QUAX-aγ experimental setup. Magnet controls and
temperature monitors are hosted on the left rack, with the right one hosting the room
temperature electronics, the signal generators and the ADC. The blue-coloured cryogenic
dewar hosting the experiment is visible in the middle, beside the VNA. The rightmost part
of the picture is occupied by a LHe reservoir.

the cavity allow for movement of the lower sapphire bars. The circulat-
ors and cryogenic amplifier are encased in copper and attached to copper
plate positioned in the upper part of the right copper bar, so that the elec-
tronics stand inside the compensation coil of the superconducting magnet,
greatly reducing the magnetic field they are subjected to. Of the two an-
tennas the cavity was fitted with, the lower one was fixed and setup to be
weakly coupled4, the other as already mentioned was instead tunable and
capable of reaching both weak coupling and very strong coupling condi-
tions.

• Temperature and liquid helium level monitors: the system also included the
sensor of a digital 4-wire sensing thermometer (Lakeshore 211 Temperature
Monitor), which was secured by pressure to the top of the cavity. A thin
layer of cryogenic grease was applied between the sensor and the cavity wall

4With about -20 dB coupling at cryogenic temperatures.
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Figure 6.4: a) Detail of the lower part of the cryogenic setup. The cavity and the canister
holding it in place occupy the foreground; the mechanical handling setups of the sapphire
tuning bars and of the tunable antenna are also visible. b) Detail of the region above the
top of the cavity. The left part of the image shows the first part of the receiver amplifica-
tion chain, with the two circulators at the bottom surrounded by their magnetic shields and
the cryogenic HEMT at the top surrounded by a copper heat sink. The central part of the
image shows part of the structure supporting the lower sapphire bars, the handling setup
of the upper sapphire bars and the central guide for the tunable antenna. The cavity ther-
mometer is also visible on the right of the cavity endcap. On the right side of the image,
we can see the two input lines and (at the top) part of one of the heat sinks surrounding
the attenuators protecting the input lines from the 300 K noise.
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Figure 6.5: Cryogenic microwave layout (box 1) and external setup during data acquisi-
tion (box 2).

to increase thermal contact5. A helium depth probe6 allowed to monitor the
the level of liquid helium in the cryostat.

• Cryogenic electronics: finally, the system included at its core the RF (radi-
ofrequency) amplification chain, which due to its importance in determining
the setup’s sensitivity will be described in detail over the course of the next
paragraphs.

The receiver scheme is shown in the first box of Figure 6.5 and as we already
mentioned was unchanged during all the different measurements.

Box 1 shows the sapphire microwave cavity in orange, with the yellow rect-
angle surrounding it representing the bore of the superconducting magnet. The

5The same grease was also used between the vice and the cavity, in all of the electronics copper
casings and between the copper bars and both copper plate and vice.

6Positioned inside the liquid helium dewar.
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thermometer monitoring the cavity temperature is shown as a small red circle cir-
cumscribing the letter T. The light blue horizontal line at the top is the top of the
vacuum vessel, with its approximate temperature indicated on the right; in corres-
pondence of the crossing with the three RF lines we indicate the vacuum flanges
used at the interface. The wavy blue horizontal line indicates the level of the liquid
helium bath7. Green cables are superconductive Nb-Ti ones, while black ones are
normal conductive ones. Circulators C1 and C2 were employed to insulate the
cavity from the amplifier and are shown as circles with the verse of propagation
of the signals from one port to another indicated by an arrow. C2 has the third
port terminated by a 50 Ω load (shown as a black square) in order to absorb the
backaction of the amplifier. Attenuators (necessary to shield the cavity and the
electronics from the 300 K noise coming from outside) are shown as thin rectan-
gular boxes, with the amount of attenuation provided by each written inside. The
low noise cryogenic amplifier is shown as a triangle.

Due to its importance in the calibration procedure, the start of the RF cable
exiting from the tunable antenna has been highlighted in the figure and is denoted
as point P. Owing to the particular configuration of the setup, three RF lines can
be defined which cross themselves at point P:

• Line S (weakly-coupled input line, shown in the left in both boxes) goes
from the start of the cables connected to the Sweep Generator (see box
2) to the weakly coupled antenna, passes through the cavity and ends at
point P. This line can propagate signals in both ways but can only be used
at frequencies corresponding to a cavity mode that couples to the dipole
antenna.

• Line B (readout line, shown in the center in both boxes) goes from point P
through both circulators, through both the amplifiers shown in boxes 1 and
2 and through the Power Splitter, ending at the end of the cable connected
to the Spectrum Analyzer. This line can only propagate signals one way and
can be used at all frequencies supported by all the employed components.

• Line A (auxiliary line, shown in the right in both boxes) can be best under-
stood if we think about the path a RF signal injected from outside would
follow. The signal (emitted by an ideal generator substituting the 50Ω res-
istor shown in box 2) would travel through the cables and attenuators and
pass through the circulator, exiting it from the port facing the cavity. Due

7It is implied that everything below it is kept at about 4.2 K.
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to it including a circulator, this line can only propagate signals in one way.
Additionally, on-resonance and off-resonance signals are transmitted to line
S and line B respectively 8. As we will see in the following Section, it is this
last peculiarity of line A that will allow us to calibrate the system without
the need for an internal calibrated noise source.

Due to parallel work in the configuration of a Travelling-Wave Parametric
Amplifier (TWPA) which was taking place in the main cryostat9, the dilution
refrigerator and JPA employed in the last QUAXaγ data-taking run (see [34]) could
not be employed. Instead we relied as first amplification stage on the low noise
cryogenic amplifier that served as first postamplifier during the aforementioned
run (Low Noise Factory 642Z).

Box 2 instead shows the particular configuration of the external part of the ap-
paratus used during the data acquisition part of the QUAXaγ run. Line A was ter-
minated on a 50 Ω load, while a sweep generator (MXG Analog Signal Generator
N5183B) was connected to the S line, allowing to monitor the cavity and inserting
test signals. Line B in this instance included a room temperature HEMT ampli-
fier (Low Noise Factory 1139Z), then the line was split by a 50/50 power divider
(MACOM PN-2089-6208-30): half of the rf signal was read by a Signal Ana-
lyzer (EXA N9010A), allowing us to perform quick transmission measurements,
while the other half of the signal was fed into a mixer (MITEQ IRM0812LC2Q)
and downconverted to MHz frequencies by means of multiplication with a car-
rier supplied by a dedicated generator (MXG Analog Signal Generator N5183A)
serving as Local Oscillator (LO). The phase (I) and quadrature (Q) components
were then amplified by two 10-MHz bandwidth postamplifiers (Femto Voltage
Amplifier DHPVA and DHPVA-101) and then acquired by a 16 bit, 2.0 MS/s
Analog-To-Digital Converter (ADC) (National Instruments NI USB-6366). The
ADC sampling rate was set to 2 MHz, so only a window with this span centered
about the LO frequency could be recovered by processing the data. Both the

8This is not completely true: on-resonance signals are only totally transmitted in case of a
perfect frequency match and critical coupling, in all other cases there will be a partial reflection
that would allow the signal to travel to both line S and B. However, while an adaptation of the
calibration procedure that will be introduced in the following Section to this case is possible and in
certain particular instances it may offer an advantage (i.e., if there was suspect that the transmission
of the lines may be substantially different for signals at the chosen on-resonance and off-resonance
frequencies), it will be superfluous in all other cases and the additional measurements necessary to
exploit the modified method would represent a significant increase of the experimental workload
associated with calibration.

9Which is the subject of Appendix A .
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sweep generator and the LO could be remotely controlled by means of a Labview
suite.The same program also managed data acquisition from the ADC and was
able to save the Spectrum Analyzer’s trace. All of the instruments were synchron-
ized by connecting them to GPS standard clock.

Before each data acquisition run and during the measurements on the cavity
described in the previous Chapter, the three outputs of the three lines could also
be connected to a S-Parameter Network Analyzer (Agilent 8720ES). Two of the
outputs would be connected to the VNA, while the third would be terminated on a
50 Ω impedance. This allowed us to perform quick estimates of the cavity quality
factor and antenna coupling via the 3 dB method, to track the cavity frequency
during the movimentation of the sapphire tuning bars and to perform reflection
measurements on the tunable antenna (via the A→B route), allowing us to calcu-
late a more precise estimate of its coupling to the TM030 mode. Like in the case
of the other instruments, the VNA spectra could be saved on the data acquisition
computer. A panoramic of the region around our resonant mode as recorded on
the VNA can be seen in Fig. 6.6.

Another configuration used during our measurements employed the setup shown
in box 2, with the sole difference that the sweep generator at the input of line S
would be substituted by a calibrated white noise source, allowing us to acquire the
resulting cavity spectrum.

6.2 Calibration method
In the previous Section we have defined three transmission lines which encounter
themselves at point P, called S,A and B. The particular configuration of these
lines will now allow us to calibrate the system, obtaining an estimate of the noise
temperature of the apparatus Ts by means of a two step process involving just a
few transmission measurements.

The first step of the process is the calibration of the transmission of the three
lines themselves. In this framework, we denote the transmission on each line as Ls,
La and Lb for the lines S, A and B respectively. Expressing all the transmissions
logarithmically in dB, we can then write:⎧⎪⎨⎪⎩

Ls +Lb = K1

La +Ls = K2

La +Lb = K3

, (6.1)
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Figure 6.6: Spectrum of the frequency region around the TM030 resonant mode, as seen
on the Vector Network Analyzer. The higher order modes of the same kind are also shown,
along with some spurious modes.

where K1, K2 and K3 are the transmissions measured on the three possible paths a
signal can follow when injected into the system (S→B, A→S and A→B respect-
ively). Solving the system, we obtain the values of the transmission on the three
lines: ⎧⎪⎨⎪⎩

Ls =
K1+K2−K3

2
La =

−K1+K2+K3
2

Lb =
K1−K2+K3

2

. (6.2)

Those values of Ls, La and Lb are generally obtained with good accuracy, as
we can easily see through a quick analysis by putting upper bounds on the main
sources of error.

A possible source of systematical error is a wrong choice of off-resonance
frequency for the signal employed for the measurement from A to B: if a cavity
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resonance that couples to the antenna by chance resides at the same frequency,
part of the signal will not be reflected, impacting the procedure majorly. This is
easily avoided by checking the spectrum of the reflection beforehand.

An additional source of systematic errors is the variation of the transmission
through the lines due to the tiny shift in frequency required to reflect almost the
whole signal off the tunable antenna; given the very small difference between the
two frequencies10, this effect is expected to be at % level. The same can be said for
the difference in the power emitted by the signal generator at the two frequencies,
due to the extreme levels of stability of the generator itself.

Variation of the intrinsic transmission of the three lines in the time elapsed
between the three measurements can also be safely neglected in our setup11. Ad-
ditionally, variations of the transmission of the order of 0.1-0.3 dB are to be ex-
pected every time a cable is disconnected from a terminal of a line and connected
to another, mainly due to the variation of the shape of the RF cable itself. Assum-
ing an error of this magnitude for K1, K2 and K3, and hypothesizing that the losses
are uncorrelated, we obtain an estimate of the error on each of the values of the
transmission of the three lines equal to

√︁
3/2 times that value.

There is also another random contribution to consider, and it is the random
noise of the analyzer that impacts the measurement from A to S. Due to the ex-
tremely high overall loss and the limitation of the input power from the generator
to 20 dB, this measurement was always a bit noisier than the others, with a mean
dispersion of about 0.2 dB. The Signal Generator and Signal Analyzer are also
expected to be calibrated up to 0.1-0.2 dB if the connectors are tightened properly
every time.

In conclusion, according to this upper bound we are sure that this method will
be accurate within 1 dB of the true value of the transmissions of the lines.

In light of this discussion, S12 was measured for the S→B, A→S and A→B
paths by switching the ports the Signal Generator and Spectrum Analyzer are
connected to, while terminating the leftover line on a 50 Ω. In each instance,
RMS12 means would be performed on the Signal Analyzer until the statistical
uncertainty on the measured value would be low enough (maximum dispersion of
0.1-0.2 dB for the lines S → B and A → B, about 0.5 dB for the line A → S).

During this procedure, both the coupling of the tunable antenna and the fre-
quency of the signal employed during the two measurements that pass through the

10Both in absolute and relative terms.
11Those variations are in fact observed, but reach relevant values only on timescales longer than

the ones needed in this instance
12Root Mean Square.
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cavity may be in principle more or less arbitrarily chosen: the key requirements
are that it must allow to measure S12 from A to S with sufficient accuracy13,
and that both settings must be maintained constant for the whole duration of the
calibration procedure14. For obvious reasons, critical coupling and frequency of
the signal exactly on the resonance is the optimal choice, and it is the one we
employed.

Another parameter that may be in principle freely chosen is the frequency of
the signal employed during the A-to-B measurement. However, since we ideally
would want all the three measurements to be measuring the same transmission
losses15, the frequency has to be the closest possible to the resonant mode one, in
order to be able to reflect the totality of the incoming power while being able to
neglect the differences of the transmission along the lines caused by the difference
in frequency. In our case, a value of 100 kHz off-resonance was chosen16.

Experimentally, we got the following values for the transmissions through the
three lines ⎧⎪⎨⎪⎩

Ls = (−48.3±0.3)dB
La = (−39.3±0.3)dB
Lb = (+52.1±0.3)dB

, (6.3)

which are quite consistent with the expected values given the gains and attenu-
ations of the employed components.

The second step of the calibration process is obtaining the value of the noise
level in the system from the measured values of the transmission of the lines, via
a technique known as Y-factor measurement. A series of 5-6 measurements of
transmission are performed on the same line but at different levels of power, start-
ing from powers that produce a signal on the Signal Analyzer that is comparable
to the system noise level, and finishing with input powers about 5 times higher.
After subtracting from every measured value of output power the instrument noise
level with the employed settings, the input noise power at 0 output is obtained with
a simple linear regression, together with another estimate of the total transmission
of the line.

13This is always the noisier measurement of the three, due to the lack of active components
providing gain on the lines and the massive damping provided by the attenuators.

14In particular, the coupling of the antenna can not be changed between step one and two.
15I.e., to be measuring at the same frequency.
16Which, due to the extremely high Q-factor of the cavity under magnetic field, corresponded

to about 50 linewidths of the critically coupled cavity.
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The obtained value is always negative17; after taking its modulus, we can di-
vide it by the transmission of the input part of the line, obtaining the equivalent
power that you would have at point P in absence of any input if all the noise
power came from there and there wasn’t any contribution from the amplifiers.
We can then divide this power by the employed resolution bandwidth and by the
Boltzmann constant, yielding the noise temperature of the system defined in Sec.
4.3.

This measurement was repeated for both lines S-to-B and A-to-B, in order to
obtain two independent estimates of the system noise temperature Ts for cross-
checking purposes. The results of the two series of measurements for the calibra-
tion performed at the start of the 2020 QUAXaγ data run are shown in Fig. 6.7,
yielding an estimated total system temperature of Ts = (18.1±0.6) K. This tem-
perature is quite high by the standards common within this field and was mainly
caused by the contribution of the first stage of amplification, which had a worse
noise curve than expected. This attribution was confirmed by isolating the ampli-
fier and performing a dedicated 4 K noise calibration on it.

Finally, the calibration process is concluded by comparing the value of total
noise temperature thus obtained with the value measured by the thermometer at-
tached to the cavity. Whatever the real temperature of the cavity at that moment,
and whatever the value shown on the thermometer, we now only need the ther-
mometer to be accurate in measuring relative temperatures to be able to know the
overall system noise temperature. An important note is that since the thermometer
we used is magnetic-field-sensitive, the entirety of the second step of the calibra-
tion has to occur with the magnet already at the target value of magnetic field
employed during the data run in order for the procedure to be accurate.

6.3 Data-taking procedure
In light of what we’ve seen up to this point, the following measurement procedure
was set up for the QUAXaγ data run:

• For every frequency, a spectrum of the reflection on the tunable antenna is
acquired using the VNA on the A→B path (see Fig. 6.8); this allows us to
calculate the coupling β of the antenna.

• Subsequently, the spectrum of the resonance is measured by feeding the in-
put of the S→B line with an amplified 10000K noise source, and acquiring

17For obvious reasons.
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(a) Input on line S. The corresponding calculated value of the total noise
temperature is Ts,S = (18.1±0.6)K

(b) Input on line A. The corresponding calculated value of the total noise
temperature is Ts,A = (18.1±1.0)K

Figure 6.7: Datapoints and linear regressions for the calibration of the noise temperature.
The power at the input is expressed at point P (i.e., the attenuation of the input line has
already been taken into account).
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Figure 6.8: Reflection measurement of the tunable antenna coupling to the TM030 mode
as acquired on the VNA before one of the data runs. The fit uses a modified reflec-
tion function

[︁
S32(δ ) = C

⃓⃓
β−1−iQ0δ

β+1+iQ0δ
+ ic

⃓⃓]︁
, where C is a normalization constant, δ =

ν/νc − νc/ν , with ν and νc the frequency and cavity resonance frequency respectively,
Q0 is the cavity unloaded quality factor, β the antenna coupling and c is a free parameter
introduced to take into account some cavity-first stage amplifier impedance mismatch.
The fit results in the following parameters: β = 14.59± 0.01, νc = 10353366689± 20
Hz, Q0 = 5565000±8000, c = 0.0127±0.0001, C = 3.6526±0.0002.

the output on the ADC for 450 s.

The SNR of the resulting signal is such that once it is reduced to the fre-
quency domain, it is possible to calculate frequency and loaded quality
factor of the resonance without any practically relevant error (see Fig. 6.9.
The spectrum of the resonance can also be checked in real time by looking
on the Spectrum Analyzer (see box 2 of Fig. 6.5).

• Finally, the proper data acquisition starts: the setup in box 2 is restored and a
3150 s run is acquired. Measured liquid helium level and cavity temperature
at the time the run is started are also recorded.
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Figure 6.9: Cavity resonance as seen as a result of the RMS mean of the power spectra
recorded prior to the data run, with amplified 10000 K noise source turned on. The fit
parameters with their errors are shown in the box.

• Once the run acquisition ends, the cavity frequency is readjusted moving
the tuning bars and monitoring the cavity resonance with the VNA on the
S→B path.

During each of the acquisitions, the data are stored in files each containing 3 ·
2371 ·210 = 8389632 values, which at the employed 2 MHz sampling rate is equi-
valent to ∼ 4.2s of acquisition for each file. The detuning between the cavity
frequency and the employed L.O. frequency was always about 500 kHz , which
is less than half the sampling rate; consequently the Nyquist-Shannon theorem
ensures us that we can fully reconstruct the signal from the succession of its time
series. Figure 6.10 shows the RMS mean spectrum of one of the data runs; the
non-constant, symmetrical shape of the spectrum with respect to the center (cor-
responding to the Local Oscillator frequency) is due to the ADC acquisition of the
RF signals, while the peaks seen near the center are low frequency disturbances.
The cavity resonance is seen as a small bump at f=10.3533 GHz, due to a small
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Figure 6.10: Full downconverted spectrum for one of the data runs. The power on the
right axis is the power estimated at point P thanks to our calibration.

difference between its thermodynamic temperature and the equivalent temperature
of the surrounding Johnson-Nyquist noise.
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Chapter 7

Data analysis, detector sensitivity
estimate and upper limit on gaγγ

A total of 11 runs with loaded Q factor QL ∼ 3 · 105 were acquired between
24/06/2021 and 28/06/2021 and are listed in Tab. 7.1. The run data were collected
at such high antenna coupling in order to have the axion linewidth be signific-
antly sharper than the cavity, allowing us to perform the data analysis adapting the
methods already developed for experiments such as ADMX [78]. Higher values
of QL would instead require the development and testing of new data collection
and analysis procedures.

7.1 Mean power spectrum and baseline filtering
The first step of the data analysis was obtaining the mean spectra as RMS mean
of the FFT spectra obtained from the files collected for each run. This choice of
temporal series length for a single FFT resulted in bins of ∆ν = 651 Hz , which
are much smaller than both the axion and the cavity lineshape, allowing us to
effectively remove the cavity lineshape by fitting.

For the following step a section of the spectrum centered on the cavity reson-
ance and of total width equal to six times the cavity linewidth was selected for
further analysis. An estimate of the baseline of the RMS spectrum was obtained
from the data in the selection using a 4th degree Sawitsky-Golay (SG) filter, which
has long been employed in axion haloscope experiments due to its good perform-
ance in this task (see [78],[79]). The choice of a 4th order polynomial (with a
fitting window of 91 bins, about twice the cavity linewidth) was made as a com-
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Figure 7.1: Calibrated mean power spectrum at point P for run 333. The red line is the
S-G filter obtained for the run.

promise between the need to filter out the baseline and the concomitant need to
avoid both overfitting and to maintain a high efficiency in detecting an axion sig-
nal. When compared to both Savitsky-Golay filters of other order and/or window
width, and to fitting routines based on models that employed the measured para-
meters of the setup as fixed parameters, the chosen filter indeed turned out to have
equal or lower variance of the residuals and a better efficiency (see Sec. 7.3).

The calibration of the noise levels performed in the previous Chapter was then
exploited to normalise the power spectrum, by imposing that the power level of the
filter in the bin corresponding to the peak of the Lorentzian be equal to kB(Ts +
∆Ts)∆ν (where ∆Ts is the difference between the temperature recorded by the
cavity thermometer during the run and the one measured during the calibration),
and normalizing the measured data accordingly.

Figure 7.1 shows the power-calibrated data and the corresponding SG filter for
run 333.

By subtracting the baseline from the data, the bins could then be treated as
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Figure 7.2: Power excesses at point P for run 333.

independent random sample extracted from the same Gaussian probability density
function with 0 mean and variance σres. The best estimate of σres is then calculated
from the obtained residuals ensamble (shown in Fig. 7.2 for run 333).

A consistency check on this hypothesis was obtained performing a Gaussian
fit over the histogram of the residuals and monitoring the values of the reduced
χ2, of the mean and of the sigma of the resulting Gaussian. The results of this
check are summarised in Tab. 7.1, where we can see how for every run, both the
mean and the standard deviation are compatible with the expected values. Figure
7.3 shows the cumulative Gaussian fit of the residues from all the runs. Even with
the original, smaller width bins no 5σ outlier is present.

7.2 Detector sensitivity estimation
We are now able to estimate the sensitivity of our detector as an haloscope for
KSVZ DM axions. Inserting the typical parameters of our setup into eq. 4.42, the
estimated KSVZ axion signal during this data taking campaign was
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Run number χ2 P(χ2) µ/σDicke σres/σDicke

333 13.2 0.59 0.12±0.08 1.09±0.07
335 12.6 0.48 0.04±0.06 0.93±0.05
339 15.6 0.41 0.01±0.08 1.09±0.06
341 19.4 0.20 0.01±0.08 1.08±0.06
343 13.4 0.57 0.01±0.06 1.01±0.04
346 7.8 0.93 0.01±0.05 1.06±0.04
348 14.1 0.52 0.03±0.06 1.00±0.04
354 8.3 0.91 0.04±0.05 0.96±0.04
356 8.5 0.90 0.06±0.05 1.08±0.04
358 13.4 0.57 0.02±0.07 1.09±0.05
360 8.8 0.84 0.01±0.05 1.01±0.04

Table 7.1: Run number, χ2 of the Gaussian fit of the histogram of the residuals, probab-
ility P(χ2) of obtaining a χ2 at least as high given the NDF of the fit (which is 13 for all
the runs), mean µ and sigma of the Gaussian fit of the residuals for every run. For ease of
interpretation, the residuals are divided by the expected standard deviation given by eq.
4.48, σDicke = 1.1 ·10−22 W. The run numbers do not follow a strict arithmetical progres-
sion of factor 2a due to the acquisition of some engineering runs employed to increase our
knowledge about the behaviour of the setup.

aAs would be expected according to the data-taking procedure described in Sec. 6.3.
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where Qa = 1.2 ·106, QL = 3 ·105 and β = 16.
From the results of Tab. 7.1 follows that the measured fluctuation of the resid-

uals is very close to the theoretical value given by the Dicke radiometer equation.
A good estimate for the residual standard deviation is then

σres′ ≈ σDicke|∆ν=∆νa = 4.0 ·10−22W
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(7.2)

98



4 2 0 2 4
(Pobs-SG)/ Dicke

0

25

50

75

100

125

150

175

200

En
tri

es

=0.01±0.02
=1.04±0.01

Gaussian fit
Residuals

Figure 7.3: Cumulative Gaussian fit of the residues from all the runs. The residues from
each run were normalized to their respective standard deviation σDicke in order to be able
to be assembled. The resulting fit parameters are shown in the box on the upper left.

where we have extrapolated the measured noise power for the optimal bin of width
equal to the axion linewidth to be sure that [at least half of] the axion signal power
is collected in our bin, as described in Sec. 4.3.

Inserting those two values into eq. 4.49, the nominal sensitivity of our detector
is:

SNRKSV Z =
Psig,KSV Z

σres′
≈ 1.1 ·10−23W

4.0 ·10−22W
= 0.028 . (7.3)

This value of SNR is obviously insufficient for a detection of the KSVZ axion
, hence the most that we can obtain from the data in that respect is an upper limit
on the axion-photon coupling. A search can instead be performed on ALPs using
the same data, since the ALP-photon coupling parameter is not tightly bound as
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in the case of QCD axions. In that case a detection threshold would have needed
to be implemented and a number of subsequent rescans and additional tests would
have to be performed in order to exclude the persisting candidates. However,
since such a search was not the objective of this data run, this procedure was not
implemented, and no ALP model can then be tested.

Following the procedure outlined in [78]1, we aggregate the power excesses
acquired from overlapping bins in different runs into a single Grand Spectrum;
we use a Maximum Likelyhood estimation approach to find the value of g2

aγγ,calc.
(i.e., the best estimation of the value of g2

aγγ given the values of the residuals
contributing to that bin) at each frequency by imposing that its true mean value be
equal for all the different runs.

More precisely, the values of g2
aγγ,calc. are computed from the residuals ac-

cording to the following equation:

g2
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T 2
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σ2
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, (7.4)

where Rα,i are the residuals in the i-th bin of the α-th run, σres,α is the measured
standard deviation of the residuals of the α-th run and the weights Tα,i are the
axion power expected in the i-th bin of the α-th run:
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The corresponding standard deviation is:

σ
2(g2
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1
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T 2
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σ2
res,α

. (7.6)

We calculate g2
aγγ,calc. and σ2(g2

aγγ,calc.) for 200 equally spaced frequencies in
the interval [10.35328 GHz, 10.35355 GHz]. The single-sided 90% C.L. upper

1With detailed calculations performed in [79].
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Figure 7.4: Preliminary 90 % single-sided Confidence Level upper limit on gaγγ .

limit on gaγγ is then given by:⎧⎨⎩gCL
aγγ =

√︂
0.28σ(g2

aγγ,calc.) if g2
aγγ,calc. <−σ(g2

aγγ,calc.)

gCL
aγγ =

√︂
g2

aγγ,calc.+1.28σ(g2
aγγ,calc.) if g2

aγγ,calc. >−σ(g2
aγγ,calc.)

(7.7)

where the condition on the value of g2
aγγ,calc. is set because g2

γ < 0 is unphysical.
The results of this procedure are plotted in Fig. 7.4.

7.3 Filtering procedure calibration and gaγγ limit cor-
rection

As discussed in Sec. 7.1, in order to compare the performances of different ana-
lysis procedures we needed a way to estimate their efficiency in detecting an axion
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signal. Aside from being useful in choosing between different analysis methods,
this quantity also acts by definition as a multiplier to the axion signal magnitude,
determining the actual sensitivity of the apparatus. For this reason, this parameter
was subject of a more accurate study that incorporated it into the standard data
analysis procedure of each run as a Monte Carlo simulation. For each run, Gaus-
sian noise with variance equal to the measured variance was added to the Savitzky-
Golay interpolants of the run, yielding a sample of 100 simulated spectra; after-
wards a signal with the shape of the axion distribution as viewed from Earth was
injected in each of the simulated spectra. For each run, this procedure was per-
formed for axion signals of different frequency and amplitude2. The standard
analysis procedure was then applied on the simulated axion-injected spectra, ob-
taining the resulting values of g2

aγγ,calc.. By then plotting g2
aγγ,in j. against g2

aγγ,calc.
3 we were able to estimate the amplitude-dependent efficiency of the filter for
every run.

As can be ascertained from Fig. 7.5, the relationship between g2
aγγ,calc. and

g2
aγγ,in j. turned out to be remarkably linear, with the efficiency stretching asymp-

totically for large signals to the same value for every run and axion frequency.
However, the intercept with the abscissa was never at the origin, and inside of
each run varied depending on the frequency of the axion. This is again evid-
enced in Fig. 7.5, where the g2

aγγ,calc. at gaγγ,in j. = 0 is negative for both the axion
signals injected on the cavity shoulders, while it is positive for the axion signal
injected directly on top of the cavity resonance. Both of these behaviours were
consistent for each run, the likely explanation being that the S-G filtering step is
sensitive to the concavity of the curve in the regions near the cavity bump, and
consequently imprints a small bias on the filtered data towards the direction of
the curve’s concavity. In order to account for both bias and efficiency, we then
repeated the data combination procedure of all the runs, this time using the ob-
tained calibration curves to correct the values of g2

aγγ,calc. previously calculated
from the data following eq. 7.4. Fig. 7.6 reports the cumulative 90% single-sided
C.L. limit obtained from this corrected procedure, while Fig. 7.7 reports the same
result together with the limits set by other groups at comparable significance level.

2I.e, for different values of νa,in j. and gaγγ,in j..
3With its uncertainty.
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Figure 7.5: Example of efficiency calibration procedure.
Row 1: Run 333 data (black) and simulated data with injected axion (blue), for three
different values of axion frequency.
Row 2: Corresponding relationship between g2

aγγ,calc. and g2
aγγ,in j.. Each blue dot is the

mean result of 100 Monte Carlo simulations on randomly generated run data (built with
the procedure described in the text) at the corresponding injected axion coupling. The
blue bars are the corresponding standard deviation. A linear fit (black) is superimposed to
the points as a guide to the eye.
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Figure 7.6: 90 % single-sided Confidence Level upper limit on gaγγ after accounting for
the efficiency and bias correction described in this Section. The red solid curve represents
the expected limit in the case of no signal. The yellow region indicates the QCD axion
model band, with the KSVZ and DFSZ models shown as solid lines. Image realized using:
https://github.com/cajohare/AxionLimits
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Figure 7.7: Comprehensive map of the limits set on the axion-photon coupling gaγγ by
DM axion experimental searches.
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Chapter 8

Conclusion

Over the course of this dissertation I gave an account of the latest axion Cold Dark
Matter search performed with the QUAX-aγ haloscope setup.

The topic of dark matter was introduced, presenting the evidences in favour
of its existence and motivating why its search is currently of paramount import-
ance in the field of experimental physics. Subsequently, I introduced the axion as
candidate dark matter constituent, giving a brief overview of its properties and of
current theoretical and experimental bounds. The importance of axion searches at
the higher end of the available parameter space was underlined.

The detector scheme known as ’axion haloscope’ was presented, allowing for
direct detection of the axion in the case that it is the majority constituent of the
Dark Matter Galactic Halo. Such a setup allows to convert axions into photons and
resonantly enhance the signal by means of a resonant cavity. The axion haloscope
is the only detector to date to have demonstrated the capability to be sensitive to
cosmological relevant couplings at lower frequencies, but its effectiveness dimin-
ishes at higher frequencies as a consequence of steeply declining cavity volume.
I discussed the characteristics of this detector class and gave an estimate of the
typical signal to noise and scan rate that can be expected for one such detector
operating at high frequencies (i.e., ∼ 10 GHz).

I then discussed the development of a novel type of cavity to be used in ax-
ion searches: a normo-conductive, dielectrically-loaded resonator which exploits
the TM030 resonant mode to collect the axion signal. The use of precisely po-
sitioned sapphire cylinders allows to reduce the RF magnetic field intensity near
the lateral walls of the cavity obtaining very high unloaded quality factors (i.e.
∼ 107) without the need for superconductive materials. The gradual optimization
of the design through the combination of information obtained from finite ele-
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ment simulations and experimental trials was described. Finally, I presented the
experimental results obtained with the final iteration of this cavity at liquid he-
lium temperatures and under high magnetic fields. The observed unloaded quality
factor was ∼ 6 ·106, rising to ∼ 9 ·106 when subjected to a 8 T uniform magnetic
field. Limited tuning was also demonstrated.

The current state of the QUAX-aγ axion search experiment was then presen-
ted, detailing the various components of the haloscope setup (which included the
aforementioned high-Q cavity). I also introduced the employed three-line calib-
ration method and discussed its properties. Such a setup has the advantage of not
requiring an internal heater to calibrate the system, which is particularly useful
when dealing with the very low thermal inputs typical of dilution refrigerators.
The calibration results were presented, yielding a total system noise temperature
of 18 K. The main cause for this very high value was the excess noise introduced
by a defective first stage amplifier. A breakdown of the data-taking procedure
employed during the QUAX-aγ 2021 data acquisition campaign was also given.

Finally, I detailed the analysis of the data collected during said campaign.
As a consequence of the detector sensitivity not being sufficient to probe cosmo-
logically relevant couplings for the QCD axions, a 90% Confidence Level upper
limit on the gaγγ coupling constant was instead set over a 270 kHz-wide frequency
range around 10.353405 GHz, with peak sensitivity of gaγγ > 5.6×10−14 GeV−1.

In the next foreseeable future, many substantial upgrades are planned over the
setup described in this dissertation:

• The TWPA which will be described in Appendix A has completed its testing
in the dilution refrigerator and its next iteration will be implemented in the
current setup. Its noise temperature of about 2 K, together with the 100
mK operating temperature of the dilution refrigerator it is housed in, should
guarantee a total noise temperature around 2 K for the next iteration of
this experiment, an improvement of a factor of 9 on the noise temperature
measured in this dissertation.

• The addition of a Nb3Sn magnet insert (which is currently in the latter
stages of commissioning), allowing us to bring the magnetic field to 14
T, with a further improvement of a factor of 3.

• Finally, a shift in philosophy in the construction of dielectric cavities prom-
ises a further improvement of a factor between 6-301 in the scan rate, fot the

1Depending on whether copper of Nb3Sn coating will be employed for the cavity walls.
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most part due to an improvement of the cavity effective volume. Success of
this step will be dependent on the ability to practically realize the devised
tuning scheme, that promises tuning range of about 500 MHz.

The collective impact of all these upgrades should then allow the detector to reach
sensitivity to the QCD axion, as shown in this reevaluation of eq. 7.3:

SNRKSV Z =
Psig,KSV Z

σres′
≈ 6.7 ·10−22W

4.4 ·10−23W
≈ 15 , (8.1)

where we have employed the same values of frequency, integration time and bin
width.
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Appendix A

As we already saw in Chapter 4 when we were discussing the contributions to the
total system noise of the apparatus, the equivalent noise temperature of a receiver
chain is more unless equivalent to the noise added by the first amplifier (provided
it has enough gain to sufficiently suppress the noise introduced by the following
stage of amplification).

As a consequence, the ideal choice for the first stage amplifier to be used
in a measurement would be a quantum-limited linear amplifier. While commer-
cially available semiconductor-based low-noise amplifiers are not able to reach
this threshold due to their intrinsic dissipative nature, there exist a class of ampli-
fiers that is capable of achieving SQL-range added noise in the microwave range:
superconducting parametric amplifiers.

This class of amplifiers combine the phenomenon of parametric amplification
(in which a weak signal propagating through a nonlinear optical medium can get
amplified in the presence of a high amplitude pump signal) and the low losses
provided by superconductivity; in the microwave range, a typical building block
for the gain medium is the nonlinear inductance of superconducting circuits con-
taining Josephson junctions.

Furthermore, there are two classes of such amplifiers, depending on the strategy
employed to prolong the travelling time of the signal in the gain medium:

• amplifiers based on resonant amplification use a cavity to confine the sig-
nal in the gain medium for a time as long as the inverse of the cavity
linewidth. To this class belong the well known Josephson Parametric Amp-
lifiers (JPAs), which have seen extended use in axion haloscope experiments
and boast quantum-limited added noise;

• amplifiers based on traveling wave amplification instead rely on extending
the physical length of the gain medium, for example by constructing an ar-
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ray of suitably built Josephson junctions. While theoretically equivalent,
this second method is in practice more difficult to pursuit, due to very chal-
lenging requirements in therms of both complex nano-fabrication methods
and phase and impedance matching. For this reason, this latter class of amp-
lifiers (while still superior to conventional, semiconductor-based amplifiers)
has not yet reached the same level of performance as resonant parametric
amplifiers in terms of added noise figure.

From the discussion up to this point, it would seem that the optimal choice for
an axion haloscope experiment would be to employ a JPA as first amplification
stage. However, besides the noise figure there are also other requirements to be
considered, namely the bandwidth over which the amplifier is able to provide gain.
Due to the way the gain is enhanced in resonant parametric amplifiers, the amp-
lification bandwidth is also limited by the linewidth of the exploited resonance
(which is typically of the order of few tens of MHz, if working at frequencies of
the order of 10 GHz); that means that use of JPAs is not ideal in applications that
ideally require the apparatus to work on a very large bandwidth, such as readout of
solid-state qubits or dark matter experiments. Traveling Wave Parametric Amp-
lifiers (TWPAs) instead do not suffer from the same limitation, and are able to
provide amplification bandwidths of the order of several GHz (when working at
frequencies of the order of 10 GHz).

In the following preprint [80] we describe the characterization of a receiver
chain based on a TWPA installed inside our dilution refrigerator, which was car-
ried on in parallel with the measurements described in this thesis. The employed
setup and calibration method was similar to the one we already described, and
it allowed us to measure a total noise temperature of Tsys = (3.3± 0.1) K at a
frequency of 10.77 GHz. Furthermore, preliminary results for a newer model of
the same TWPA indicate an even lower noise temperature of ∼ 2 K at 10.3 GHz,
justifying our expectations for the total noise temperature of the apparatus during
our next programmed axion search.
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Appendix B

Another activity carried out during my doctoral period was a preliminary study for
the development of a calibrator for the QUAX-gae experiment. Being the latter
a ferrimagnetic haloscope, the basic setup included a YIG (Yttrium Iron Garnet)
sphere embedded inside a microwave cavity, which sat inside an electromagnet
used to tune the Larmor precession frequency of the spins to the cavity resonant
frequency. Due to the formation of photon-magnon hybridized modes between the
uniform magnetization (Kittel) mode of the sphere and the cavity one, we were
then able to read the magnetization induced in the spheres by impinging ultrashort
infrared laser pulses by monitoring the RF signals emitted from the cavity.

The obtained results concerning the variation of the energy transduced to the
receiver chain by the hybrid modes in function of hybridization are reported in the
following article [81], essentially validating the model we employed to describe
the energy transfer1.

The obtained results were also sufficient to produce another paper [82], this
time detailing the variation of the RF output (and consequently, of the magnet-
ization energy deposited on the Kittel mode of magnetization) in function of the
energy of the employed laser pulses. The relationship between those two quantit-
ies was found to be quadratic.

1Which was based on a second-quantisation two-oscillators hybrid system.
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